
















































































































































































































Blackboard 

data structure are strictly separated. However, all modules can 
communicate via the blackboard. 

Reusable knowledge sources. Knowledge sources are independent 
specialists for certain tasks. A Blackboard architecture helps in 
making them reusable. The prerequisites for reuse are that 
knowledge source and the underlying Blackboard system understand 
the same protocol and data, or are close enough in this respect not to 
rule out adaptors for protocol or data. 

Support for fault tolerance and robustness. In a Blackboard 
architecture all results are just hypotheses. Only those that are 















































































































































































































































































































































































































































































































































Pattern Systems 

It should support its own evolution. With evolving technology, a 
pattern system will evolve as  well. Existing patterns will change, 
their description will improve, new or missing patterns will be 
added and existing ones may even 'die'. 

The patterns in this book, and patterns written by others, already 
fulfill the first requirement-we are able to provide a sufficiently large 
and useful set of patterns. These patterns cover all ranges of scale. 
and address many problems in software architecture. 

Our pattern description template is also adjusted to the needs of a 
pattern system (see Chapter 1, Patterns). It allows us  to draw the 'big 
picture' for a pattern, to detail its concrete structure and dynamics, 
and to guide the implementation of the pattern described. Most 
importantly for pattern systems, our description template shows how 
a pattern is connected with other patterns, with which other patterns 
it can be refined and combined, which variants it exposes and which 
other patterns solve the same problem in a different way. 

However, a pattern system is more than just a collection of patterns 
described with a template. We must specify a useful organization 
scheme for patterns, and guide users in selecting patterns and 
building software systems with patterns. Finally, we must ensure 
that the pattern system is open to its own evolution. 

5.2 Pattern Classification 

The more patterns a pattern system includes, the more difficult it be- 
comes to understand and use. If software evelopers must read. 
analyze and understand every pattern in detail to find the one they 
need, the pattern system as  a whole is useless, even if its constituent 
patterns are useful. To handle the entirety of all patterns convenient- 
ly within a pattern system it is therefore helpful to classify them into 
groups of related patterns. A pattern classification schema that sup- 
ports the development of software systems using patterns should 
have the following properties: 

It should be simple and easy to learn, rather than complex, hard to 
understand, and use. 
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It should consist of only a few classffication criteria, rather than of 
a multi-dimensional pattern space that organizes patterns 
according to every theoretically-possible pattern property. 

Each classflcation criterion should reflect natural properties of 
patterns, for example the kinds of problems the patterns address, 
rather than artificial criteria such as  whether patterns belong to a 
pattern language or not. 

It should provide a 'roadmap' that leads users to a set of potentially- 
applicable patterns, rather than a rigid 'drawer-like' schema that 
tries to support finding the one 'correct' pattern. 

The schema should be open to the integration of new patterns 
without the need for refactoring the existing classification. 

We keep our classification schema simple. It is build upon two 
classification criteria: pattern categories and problem categories. 

Pattern Categories 

The most fundamental classification criteria in our classification 
schema are the pattern categories. We distinguish architectural 
patterns, design patterns and idioms (see Chapter 1 ,  Patterns). All 
three categories are related to important phases and activities in 
software development: 

Architectural patterns can be used a t  the beginning of coarse- 
grained design, when specifying the fundamental structure of an 
application. 

Design patterns are applicable towards the end of coarse-grained 
design, when refining and extending the fundamental architecture 
of a software system, for example deciding on the basic communi- 
cation mechanisms between subsystems. Design patterns are also 
applicable in the detailed design stage for specifying local design 
aspects, such as the required support for multiple implementa- 
tions of a component. 

Idioms are used in the implementation phase to transform a 
software architecture into a program written in a specific language. 

Note that although the above guidelines work well in most cases, they 
are not an immutable rule. Exceptions occur for example if you want 
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Other patterns fit into this classification schema as well. Reactor and 
Client-Server IPLoP941, for example, are architectural patterns for 
structuring distributed systems. Composite Message [SC95b] is a 
design pattern that addresses communication aspects. Handle-Body 
[Cope921 is an idiom that guards access to services. 

Our classification schema is also extensible-see Section 5.5, The 
Eoolution of Pattern Systems. We can add new pattern and problem 
categories to classify patterns that cannot be assigned to existing 
categories. Extending the schema in this way does not violate our 
existing pattern classification. 
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Comparison 

Our classification schema is not the only one to be defined for 
organizing patterns. Probably the best-known schema is described in 
[GHJV95]. Like our schema, the Gang-of-Four's schema has two 
dimensions: purpose and scope. The following paragraphs are an 
excerpt from the Gang-of-Four book. 

The Arst criterion, called purpose, reflects what a pattern does. 
Patterns can have either creational, structural, or behavioral 
purpose. Creational patterns concern the process of object 
creation. Structural patterns deal with the composition of classes 
or objects. Behavioral patterns characterize the ways in which 
classes or objects interact and distribute responsibility. 

The second criterion, called scope, specifies whether the pattern 
applies primarily to classes or to objects. Class patterns deal with 
relationships between classes and thsir subclasses. These 
relationships are established through inheritance, so they are 
static-fixed at compile-time. Object patterns deal with object 
relationships, which can be changed at run-time and are more 
dynamic. 

According to this classification schema, for example, Composite 
[GHJV95] and Whole-Part (225) are structural object patterns, while 
Interpreter [GHJV95] is a behavioral class pattern. 

We believe, however, that a distinction between structural and 
behavioral patterns is too vague. Problem categories are more 
expressive. They explicitly name specific problem areas with which 
developers must deal when building software systems. Furthermore, 
the Gang-of-Four's scope criterion will not help software developers 
when selecting a pattern. This is because it does not relate to any 
specffic design situation or activity, and also does not fit with non- 
object-oriented patterns such as  Layers (31) or Pipes and Filters (53). 

Other organizational schemes for patterns are presented in 
[EKM+94], [Zim94] and [BM94]. [EKM+94] builds on problem catego- 
ries. such as transactions or bridging the gap between object-oriented 
applications and relational databases, in the same way that our sche- 
ma does. [Zim94] focuses on relationships between patterns. such as 
'pattern A uses pattern B' or 'pattern A is similar to pattern B' in its 
solution. 
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[BM94] is the predecessor of the schema we present in this book. It is 
three-dimensional. The first two d imens ion~al led  'granularity' and 
'functionaltty'~orrespond directly to our pattern and problem 
categories. The third dimension, 'structural principles', depicts the 
technical principles that underlie the solutions the patterns propose. 
For example, the Whole-Part pattern (225) is based on the separation 
of policy and implementation [RBPELS 11. However, as with the scope 
criterion of the Gang-of-Four's schema, the structural principle 
criterion is of less importance when selecting a pattern-we therefore 
dropped it when defining our new classification schema. 

5.3 Pattern Selection 

Based on our classification schema. our pattern description template 
(see Chapter 1, Patterns) and the relationships between patterns, we 
can define the following simple procedure for selecting a specific 
pattern. It includes seven steps: 

1 Specla the problem To be able to flnd a pattern that helps you solve 
a concrete problem, you must first specify the problem precisely: 
what is the general problem. and what are its forces? If the general 
problem has several aspects, such as specifltng the basic 
architecture of a system that is both distributed and interactive, split 
the problem into subproblems. Describe each subproblem and its 
forces separately. For each subproblem, try to And a pattern that 
helps to solve it. 

Let's assume, for example, that your problem is to define the 
fundamental structure of an interactive text editor. The system 
should be portable to different user-interface libraries and different 
customer-specific style guides. We will use this example to illustrate 
the remaining pattern selection steps. 

2 Select the pattern category that corresponds to the design activity you 
are performing. For our example. we need to specify the basic 
architecture of the text editor. We therefore select the architectural 
pattern category. 
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Although this step does not require detailed knowledge about the 
design problem involved, it already significantly limits the number of 
patterns that are potentially applicable to the design problem. 

3 Select the problem category that corresponds to the general nature of 
the design problem. Every problem category broadly summarizes the 
types of problems addressed by the patterns it contains. In our text 
editor example, we would select the problem category Interactive 
Systems, where we find the Model-View-Controller pattern (MVC) 
( 125) and the Presentation-Abstraction-Control pattern (PAC) ( 145). If 
no problem categorfmatches the concrete design problem, select an 
alternative problem category if possible (step 7). 

4 Compare the problem descriptions. Each pattern in your selected 
problem category may address a particular aspect of your concrete 
problem, and either a single pattern or a combination of several can 
help to solve it. Select the patterns whose problem descriptions and 
forces best match your design problem. This step is the first that 
requires specific knowledge about the design problem to be solved. 
For a text editor, for example, we would probably select Model-View- 
Controller. Both MVC and PAC support changing the user interface of 
a system. However, since the domain of text editing mainly consists 
of a set of closely-related functions rather than of several independent 
subdomains, there is no need for our editor to have the agent-based 
architecture proposed by PAC. 

If the patterns in the selected problem category do not address 
aspects of the concrete design problem, select an  alternative problem 
category if possible (step 7). 

5 Compare benefits and liabilities. This step investigates the 
consequences of applying the patterns selected so far. Pick the 
pattern that provides the benefits you need and whose liabilities are 
of least concern to you. Since we have already selected a particular 
pattern for the architecture of our text editor, we skip this step. 

6 Select the variant that best implements the solution to your design 
problem. In the case of our text editor example, the view and 
controller functionality is usually strongly interwoven. We therefore 
select the Document-View variant of MVC to specify the basic 
architecture of our editor. 
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Unless you encountered problems with step 3 or step 4, you have now 
completed your pattern selection. 

7 Select an alternatSe problem category. If there is no appropriate 
problem category, or if the selected problem category does not include 
patterns you can use, try to select a problem category that further 
generalizes your design problem. This category may include patterns 
that, when specialized, can help you to solve the problem. Then 
return to step 4, Cornpate the problem descriptions. 

Many patterns are specializations of other patterns from different 
problem categories. For example, the Composite Message pattern 
[SC95b], which addresses communication aspects, is basically a 
specialization of the Composite pattern [GHJV95], which is assigned 
to the problem category Structural Decomposition. If you are facing 
the problem that is addressed by Composite Message, but do not have 
it available, you could perhaps use the Composite pattern instead. 

If steps 2, 3 and 4 provide no result, even after trying to select 
alternative problem categories, you should stop searching-the 
pattern system does not contain a pattern that can help you to solve 
your design problem. You may decide to look at other pattern 
languages, systems or catalogs to see whether they contain a pattern 
you can use, or you can solve your design problem without applying 
patterns. 

You do not need to apply the search procedure when implementing or 
refining a pattern you have already selected. The implementation 
section of our pattern descriptions refers directly to those patterns 
that naturally complement the pattern being implemented. 

5.4 Pattern Systems as Implementation Guidelines 

All our pattern descriptions provide steps and guidelines that specify 
their implementation. They help with the task of transforming a given 
software architecture that does not include the pattern into one that 
includes it. The implementation steps can be seen as  a micro-method 
for solving the specific problem addressed by the pattern. 



Pattern Systems as Implementation Guidelines 37 1 

Like the patterns themselves, the steps for their implementation are 
interwoven-they often refer to other patterns that complement the 
pattern being described. Whenever another pattern is referenced, its 
implementation steps can be applied. 

Example Implementing a Model-View-Controller architecture (125) 

The implementation section of Model-View-Controller refers to seven 
other patterns: 

Step 2: 'Implement the change-propagation mechanism' suggests 
the use of the Publisher-Subscriber design pattern (339). 

r Step 4: 'Design and implement the controllers' refers to the 
Command Processor design pattern (277). 

Step 5: 'Design and implement the view-controller relationship' 
refers to the Factory Method design pattern [GHJV95]. 

Step 7: 'Dynamic view creation' builds upon the View Handler 
design pattern (29 1). 

Step 9: 'Infrastructure for hierarchical views and controllers' uses 
the Composite IGHJV951 and Chain of Responsibility [GHJV95] 
patterns. 

Step 10: 'Further decoupling from system dependencies' suggests 
the application of the Bridge pattern [GHJV95]. 

MVC 
1 Separate human-computer 

interaction from core func- 
tionality. 

2 Implement the change prop- 
agation mechanism. 

3 Design and implement the 
views. 

4 Design and implement the 
controllers. 

5 Design and implement the 
view-controller relationship. 

6 ... 

Publisher-Subscriber 
1 Identify the subject and its 

observers. 

mechanism. 

1 Command Processor h 

refers to \ 
refers to ) . 

ponents. 
Increase flexibility by provid- 
ing macro commands. I 

1 Define the interface of the 
abstract command. 

2 Design the con~mand com- I 
4 ... 

Factory Method I 
1 ... 



Pattern Systems 

The above example reveals that the implementation steps of all 
patterns collectively form an extensible set of guidelines for software 
design and implementation. The implementation steps for individual 
patterns are its building-blocks. They can be plugged with the 
implementation steps of other patterns, namely those that refer to the 
pattern you are implementing. You can therefore solve complex 
problems by recursively applying the implementation steps of all 
patterns that are involved in its solution. 

This focus on solving specific problems distinguishes the 
implementation guidelines for patterns from extsting analysis and 
design methods, such as Booch [Boo94], Coad/Yourdon [CY91], 
Object Modeling Technique [RBPELSl] or Shlaer/Mellor [SM88]. 
These only provide general and problem-independent guidelines for 
software development such as 'Identify the objects/classes required 
to model the system' [Kar95]. The construction of a specific 
architecture, for example a Model-View-Controller architecture, is 
still based on your own experience and intuition. 

You may wonder how complete the guidelines are that you can derive 
from the implementation steps of individual patterns. Examining our 
pattern system shows that the support for software development in 
general is fairly incomplete and small. We cover only those problem 
areas of software architecture for which the system includes at  least 
one pattern. For many problem areas, however, our guidelines give no 
support, because we do not provide patterns that address these 
problems. Examples include component creation, event handling, 
transactions, connecting object-oriented applications with relational 
databases, extensibility of an application with new functionality and 
SO on. 

However, we designed our pattern system to .be extensible (see Sec- 
tion 5.5. The Evolution of Pattern Systems)-it can be extended with 
patterns for problem areas that are not yet covered. When integrating 
a new pattern in this way, we also specify its relationships to other 
patterns. This integrates the implementation steps for the new pat- 
tern with the implementation steps of related existing patterns. Every 
new pattern therefore extends the guidelines provided by the whole 
pattern system-they become more powerful, more specific, and 
cover more of the problem areas of software architecture. 
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Even the most comprehensive pattern system, however, will not and 
should not cover every problem area of software architecture. There 
will always be blank spots-design problems for which no pattern is 
available. [Cope961 maintains that 'the broader design space lends 
itself well to the common techniques of well-known paradigms'. For 
example. there is no need for patterns that describe the general use 
of modules, interfaces or procedures. Our implementation guidelines 
for individual patterns also do not address general aspects of software 
development, such as  providing overall process and software life cycle 
models. Patterns do not therefore define a new method for software 
development that replaces existing ones. Instead. they complement 
general but problem-independent analysis and design methods with 
guidelines for solving specific and concrete problems. 

We therefore suggest the following pragmatic approach to the 
development of software systems using patterns: 

1 Use any method you like to define an  overall software development 
process and the detailed activities to be performed in each develop- 
ment phase, such as Booch [Boo94], Coadfiourdon [CYSl], Object 
Modeling Technique [RBPEL91], Shlaer/Mellor ISM881, Responsi- 
bility-Driven-Design [WBWW9O] or the Unified Method IBR951. 

2 Use an appropriate pattern system to guide your design and 
implementation of solutions to specific problems. Whenever this 
pattern system includes a pattern that addresses a design problem 
you are faced with, use the implementation steps associated with 
that pattern to solve the problem. If these refer to other patterns. 
recursively apply these patterns and their associated 
implementation steps to complement your implementation of the 
original pattern. 

3 If the pattern system does not include a pattern for your design 
problem, try to find a pattern from other pattern sources you know. 

4 If no pattern is available, apply the analysis and design guidelines 
of the method you are using. These guidelines provide a t  least some 
useful support for solving the design problem at  hand. 

This simple approach avoids defining yet another design method. It 
combines the experience in software development captured by exist- 
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ing analysis and design methods with the specific solutions to con- 
crete design problems described by patterns. 

5.5 The Evolution of Pattern Systems 

Even the most mature pattern systems will not remain static. 
Knowledge evolves over time-new technologies are developed and 
existing technologies are enhanced or become outdated. New patterns 
will therefore emerge and existing patterns may 'die'. Every new 
pattern to emerge must be integrated into the pattern system to keep 
it up-to-date. Outdated patterns must be removed if they are no 
longer used. Even individual pattern descriptions will change over 
time-specific aspects will be clarified and further known uses added. 
Whenever a new pattern is integrated into the system, or an existing 
pattern is removed, the relationships between existing patterns must 
be updated. 

Within the context of pattern system evolution, several issues must 
be considered: the evolution of pattern descriptions, 'pattern-mining', 
the integration of new patterns into the system, the removal of 
outdated patterns and the extension of the organization schema. The 
following sections discuss these issues. 

The Evolution of Pattern Descriptions 

It is important to improve and stabilize the description of every 
pattern in a pattern system continuously for the system to remain 
useful. The more mature a pattern is, the longer it will stay in a 
pattern system and the greater is the chance of its successful 
application. Whenever a pattern is applied, the experience gained 
from its application should be used for a critical review of the pattern 
and its description. 

Such a review may lead to the recognition of additional benefits that 
are provided by the pattern, but also to further potential liabilities 
and limitations. You may also recognize the need for a slight 
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modification of the structure and dynamics of the pattern, or for the 
integration of a new variant in the pattern description. 

Example Proxy (263) 

Proxy is a good example of the evolution of a pattern and its descrip- 
tion. The original description in [GHJV95] lists three variants: Remote 
Proxy, Virtual Proxy and Protection Proxy, whose specific details were 
also interwoven with the description of the general principle. In 
[PLoP95] we presented an alternative description, which separated 
the general principle of the Proxy pattern from the details of its con- 
crete uses. We also presented four additional kinds of proxies: Cache 
Proxy, Firewall Proxy, Counting Proxy and Synchronization Proxy. 
Based on the feedback we received from many reviews of our Proxy 
description, we improved the pattern description further. We 
sharpened the phrasing of the essentials and added more technical 
information about the various variants. The result of this improve- 
ment process is the Proxy pattern to be found in this book (263). tl 

You can stabilize a pattern further by extending the list of its known 
uses whenever you apply it successfully. The more known uses that 
are listed, the greater is the chance that users will identify a similar 
design situation to those described. In such a case there is 'reference- 
application' of the pattern and users can directly benefit from 
previous experience with it. 

Writer's Workshops 

Every pattern review should follow a structured format. The objective 
is to acquire as much feedback for constructive improvement as  
possible. Unstructured reviews tend to be insufficiently systematic- 
points are raised in an arbitrary and unrelated order, and many 
aspects for improvement are not discussed or are discussed only 
briefly. 

The format we suggest for pattern reviews is adapted from one used 
for the review of written works, specifically poetry. It is called a 
writer's workshop and-when used for the review of patterns-follows 
the following format: 

The pattern is discussed by a group of people that includes its 
author and a group of reviewers familiar with the contents of the 
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pattern description. A moderator is also present to help the 
participants follow the conventions of the workshop. 

The author of the pattern description reads a paragraph of their 
choice from the pattern description. 

Two reviewers summarize the description from their personal 
viewpoints. 

In separate stages the strong points of the pattern description are 
first discussed, then its deficiencies, and finally every other aspect. 
Within this discussion, the author of the pattern description is only 
'virtually' present-the author does not participate actively in the 
discussion, nor do the reviewers address the author directly. The 
reviewers should discuss the pattern description as  if its author 
were not present. The author is, however, allowed to take notes 
about the discussion. 

After this discussion, the author may question the reviewers to 
clarify particular statements made. 

The author concludes the session with a final comment on the 
discussion. 

The pattern description can be improved on basis of the results from 
the writer's workshop. All patterns in IPLoP941 and (PLoP951, and 
most of our patterns, were reviewed in writer's workshops. 

Pattern-Mining 

There is not always a suitable pattern for solving a concrete design 
problem. In such a case it is often useful to 'mine' new patterns that 
address such problems, especially if you face them frequently. The 
following rules of thumb have proved to be practical: 

1 Rnd at least three examples where a particular recurring design or 
implementation problem is solved effectively by using the same 
solution schema. The examples should all be from different real-world 
systems, and all systems should have been developed by different 
teams. 
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2 Extract the solution schema. Abstract the general solution schema 
from the specific details of its concrete applications. Describe the 
problem that the solution schema addresses, and the forces that are 
associated with the problem-use an appropriate pattern description 
template. List the examples from which you derived the solution 
schema as  'known uses'. 

3 Declare the solution schema to be a 'pattern-candidate', 

4 Run a writer's workshop to improve the description of the candidate 
pattern and to share it with your colleagues. 

5 Apply the candidate pattern in a real-world software development 
project. 

6 Declare the candidate pattern to be a pattern if its application is 
successful, and integrate it into your pattern system. Improve its 
description by running another writer's workshop. Add the new 
application to the list of known uses of the pattern. 

If the application of the candidate pattern failed, improve its 
description from the lessons learned and try to apply it again. 
Alternatively, consider abandoning the candidate completely and 
looking for a better solution to the original problem. 

The Integration of New Patterns 

When integrating a new pattern into a pattern system, either an 
existing pattern or a pattern you have 'mined', you need to perform 
two activities: 

1 Spec~fy the relationships of the new pattern to other patterns in the 
pattern system, and all relationships from existing patterns to the 
new pattern. 

2 Class~fy the pattern by assigning it to appropriate pattern and 
problem categories. If you cannot assign the new pattern to existing 
categories, extend your organization schema appropriately (see 
below). 
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Removing Outdated Patterns 

With evolving technology, patterns can become outdated. There are 
several reasons for this: 

Disappearance of the problem. A problem that in the past had to be 
explicitly addressed might now be handled by the programming 
languages or system environments in use. For example, 
introducing garbage collection in C++ makes several C++-specific 
idioms superfluous, namely those that address the handling of 
shared objects. 

Better alternatives. A new solution to a particular design problem 
might become available which is preferable to existing patterns 
that address the same problem. 

Technology evolution. A new paradigm, the evolution of 
programming languages and styles, or a change in the kinds of 
system that are developed can cause existing patterns to become 
outdated. 

Main Program and Subroutines [PLoP95] is an example of an 
outdated pattern. This suggests the decomposition of an application's 
functionality into a set of 'nested collections of procedures'. When 
structural programming was new and programs were small, Main 
Program and Subroutines was a useful pattern, as  it helped 
programmers to think about system decomposition. A program that 
was not a large 'chunk' of code was thought of as  well-structured. 

Today almost all programs use subroutines-even badly-structured 
ones. It is no longer a sign of quality if Main Program and Subroutines 
is the main architectural principle of a system. The reason for this is 
that systems grow continuously both in size and functional 
complexity. They become more and more distributed, and most of 
them provide graphical user interfaces. Complex systems, however, 
call for architectural principles other than the one described by Main 
Program and Subroutines--this once useful pattern has become 
outdated. 

When should you remove a 'dying' pattern from a pattern system? 
Certainly it should not be used when developing new software sys- 
tems. It may, however, still be necessary to apply it, for example when 
maintaining legacy systems. Such systems may follow programming 
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practices of the past. The application of 'up-to-date' patterns often 
does not make sense-they may break the architectural vision under- 
lying these systems. We must apply 'old-fashioned' patterns that fit 
with the existing architecture. Patterns that become outdated should 
therefore only be removed from a pattern system if it is unlikely that 
they will ever be used in any future software development, or during 
system maintenance. 

Extending the Organization Schema 

With the evolution of a pattern system it may be necessary to modify 
its organization schema. We may need to add new pattern categories, 
for example. Our pattern system as  specified in this book only covers 
patterns that are of general applicability in software development. We 
do not provide domain-specific patterns that specify the organization 
of work in a parttcular application domain and which can be applied 
in the analysis phase. 

To integrate such patterns, we could add an Analysis Patterns 
category. Alternatively, we may define new problem categories, for ex- 
ample for component creation. New problem categories are necessary 
to extend our pattern system with the patterns from (GHJV951: 

Creation includes patterns that help with instantiating objects and 
recursive object structures. 

Service Variation comprises patterns that support changing the 
behavior of an object or component. 

Service Extension includes patterns that help to add new services 
to an object or object structure dynamically. 

Adaptation provides patterns that help with interface and data 
conversion. 

All the other Gang-of-Four patterns can be assigned to existing 
problem categories. The following table shows the integration of their 
patterns into our pattern system. To distinguish the Gang-of-Four 
patterns from ours, they are shown in italics. 
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From Mud 
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Systems 
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Variation 

Service 
Extension 

Management 

Adaptation 

Communi- 
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Architectural Patterns 

Layers (31) 
Pipes and Filters (53) 

Blackboard (7 1) 

Broker (99) 
Pipes and Filters (53) 

Microkernel (1 7 1) 

MVC (125) 
PAC (145) 

Microkernel (1 7 1) 
Reflection (1 93) 

Design Patterns 

Interpreter 

Abstract Facto ry 
Prototype 
Builder 

Whole-Part (225) 
Composite 

Master-Slave (245) 
Chain of Responsibility 

Command 
Mediator 

Proxy (263) 
Facade 
Iterator 

Bridge 
Strategy 

State 

Decorator 
Visitor 

Command Processor (277) 
View Handler (29 1) 

Memento 

Adapter 

Publisher-Subscriber (339) 
Forwarder-Receiver (307) 

Client-Dispatcher-Server (323) 

Flyweight 

Idioms 

Singleton 
Factory Method 

Template Method 

Counted Pointer (353) 



Another possible extension is the addition of new classification 
criteria, for example Scope as  defined by IGHJV951, or Enabling 
Technique as described in IBM941, which specifies the principles that 
underlie specific patterns. I s  this really useful, however? We do not 
believe so. Firstly, a multi-dimensional schema becomes overloaded. 
Users are confronted with a variety of different classification criteria 
that make a pattern system hard to understand and use. Secondly. 
more criteria require a knowledge of more details about the current 
design problem when selecting a pattern. 

The introduction of further, finer-grained criteria for grouping 
patterns should only be considered if the existing pattern groups 
become very large and thus hard to handle. Your goal should always 
be to help users to get an overview of the patterns in a pattern system, 
and to guide the selection of patterns, rather than providing a 
complete and detailed classification that covers every property that 
patterns can expose. 

5.6 Summary 

Patterns for software architecture exist in many ranges of scale and 
abstraction. They can be applied in different phases of software 
development and address a variety of different problems. They also 
exhibit different relationships with each other. The benefits of a set of 
related patterns is more than the sum of the benefits of each 
individual pattern in the set. 

To take advantage of such sets of patterns, we need to organize them 
into pattern systems. A pattern system helps to handle a significant 
number of patterns in a convenient way. It describes all patterns 
uniformly. It supports an overview of the patterns it includes by clas- 
sifying them. It supports the selection of a pattern by providing an 
appropriate search strategy. It provides a set of guidelines to support 
the development of software systems with patterns. Finally, a pattern 
system supports its own evolution. 

Our pattern system includes patterns of general applicability in soft- 
ware development, from the specification of the basic architecture of 
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a software system to the implementation of specific design aspects in 
a concrete programming language. The pattern system is extensible 
with patterns that address further aspects of the construction of soft- 
ware architectures, such as  those from [GHJV95], [Sch95]. [Cope921 
and many of the patterns described in [PLoF94] and (PLoF951. Ex- 
tending our pattern system with these patterns provides concrete and 
practical support for solving many recurring design and implementa- 
tion problems. 

We can also extend our pattern system with domain-specific patterns, 
such as  the switching system patterns in lPLoP951. For particular 
application domains it then becomes possible to cover most of the 
software development process with patterns, from analysis to im- 
plementation. Such a pattern system becomes a powerful vehicle for 
constructing software systems. 
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The sign read: 
'Hold stick near the centre of its length 

Moisten pointed end in mouth. 
Insert in tooth space, blunt end next to gum 

Use gentle in-out motion.' 

'It seemed to me,' said Wonko the Sane, 
'that any civilization that had so far lost its head 

as to need to include a set of detailed instructions 
for use in a packet of toothpicks. 

was no longer a civilization 
in which I could live and stay sane.' 

Douglas Adams, So Long, and  hanks for ~ l l  the Fish 

Patterns are an important vehicle for constructing high-quality 
software architectures. However, several other techniques, methods. 
and processes for software architecture already exist. How do 
patterns build on these techniques, methods, and processes, and 
how do patterns complement them? Do patterns even define the state 
of the art in software architecture? 

In this chapter we discuss how patterns are integrated into the larger 
field of software architecture. The chapter is not intended to provide 
a complete survey of software architecture, however. 
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6.1 Introduction 

Before discussing how patterns are integrated with software 
architecture, we need to characterize our understanding of this field. 
In this section we therefore briefly discuss some important aspects 
related to the discipline of software architecture. We give our 
definitions of the following terms: 

Software Architecture 

Component 

Relationship 

View 

Functional Property 

Non-functional Property 

Software Design 

Software Architecture 

Throughout our book we use the term 'software architecture' without 
any further explanation-we assume that you already have an intui- 
tive understanding of its meaning. But what do we really mean by a 
software architecture? 

A software architecture is a description of the subsystems and 
components of a software system and the relationships between 
them. Subsystems and components are typically specified in different 
views to show the relevant functional and non-functional properties 
of a software system. The software architecture of a system is an 
artifact. It is the result of the software design activity. 
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Component 

A component is an encapsulated part of a software system. A com- 
ponent has an interface. Components serve as  the building blocks for 
the structure of a system. At a programming-language level, com- 
ponents may be represented as modules, classes, objects or a set of 
related functions. 

The following figure shows three different components: 

DEFINITION MODULE 

CoreDa ta ; 

FROM Sys IMPORT 

Ob j Type, 
ObjID; 

EXPORT QUALIFIED 

PROCEDURE 
newObj ( 1  :ObjType; 

PROCEDURE 
loadObj (1D:ObjID) :ObjType; 

PROCEDURE 
store0bj (obj :ObjType) ; 

END CoreData. 

class Random ( 

private: 
int see&; 
int seedB; 

public: 
Random(int seed) ; 

-Random ( ) ; 
int rando~card(int rnax); 

I ; 

float sin(f1oat x) ( 

/ *  . . .  * /  
I ; 

float cos(f1oat x )  ( 

/ *  . . .  * /  
1 ; 

float square (float x) ( 

/ *  . . .  * /  
I ;  

float square-root(f1oat x) I 
/ *  . . .  * /  

I ; 

MODULA-2 definition module C++ class definition C functions 

Note that components can be of very different natures. In the Broker 
pattern (99). for example, we mention 'the Broker component'. De- 
pending on the implementation of this pattern, the Broker component 
can be a linked library or a separate process. The term 'component' 
is-at least at  first sight-independent of its eventual manifestation 
in source code. 

We sometimes use the term 'component' even more loosely. For 
example, when we speak of the 'client component', we intentionally 
want to forget for the moment how the client will be implemented. We 
want instead to focus on a different problem, for example that of 
specifying how clients can exploit the services that a pattern offers. 
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But how can we categorize components in principle? Here we list two 
different ways. [PW92], for example, distinguishes three different 
kinds of components, called elements: 

Processing elements 

Data elements 

Connecting elements 

Processing elements supply transformations of the data elements 
that contain the information that is transformed. Connecting 
elements--which a t  any time may be either processing elements, data 
elements or both--constitute the 'glue' that holds the different pieces 
together. 

Another categorization of components developed for the object- 
oriented programming paradigm is a s  follows: 

Controller components 

Coordinator components 

Interface components 

Service provider components 

Information holder components 

Structuring components 

Relationship 

A relationship1 denotes a connection between components. A 
relationship may be static or dynamic. Static relationships show 
directly in source code. They deal with the placement of components 
within an  architecture. Dynamic relationships deal with temporal 
connections and dynamic interaction between components. They may 
not be easily visible from the static structure of source code. 

1. Other definitions for software architecture use the term 'connector' instead of 
relationship [SG961. 



Introduction 387 

Aggregation and inheritance are examples of static relationships. Ob- 
ject creation, communication between objects, and data transfer are 
usually dynamic relationships. An example of a temporal relationship 
is when an object is inserted into a container a t  some point in time 
and later deleted. 

The following figure shows three static relationships in OMT notation 
(RBPEL9 1 1. 

functions functions 

Subclass 
data 

1 functions I 1 functions1 

Aggregation Inheritance 
relationship L F l  relationship 

functions functions 
1 :n 

association 

Relationships between components have a great impact on the overall 
quality of a software architecture. For example, changeability is much 
better supported by software architectures in which the relationships 
support the variation of the components, in contrast to architectures 
in which any change to a component affects the implementation of its 
clients and collaborators. This explicit exposition of the importance of 
relationships can be observed in many of the recent definitions and 
discussions of software architecture (SG961 [PW92] [KMS+92]. 

View 

A view represents a partial aspect of a software architecture that 
shows specific properties of a software system2. 

Examples of views are the state view of a component, or the commu- 
nication or data flow views of the relationships between components. 

2. Note that the term 'view' as used here has no direct relationship to view 
components in several of our patterns. 
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[SNH95j propose describing software architectures by taking the 
following four different views: 

Conceptual architecture: components, connectors.. . 
Module architecture: subsystems, modules, exports, imports.. . 
Code architecture: files, directories, libraries, includes.. . 
Execution architecture: tasks, threads, processes.. . 

A similar approach is taken in [Kru95]. Four different views- 
enhanced by selected use cases--describe the software architecture. 

Logical view: the design's object model, or a corresponding model 
such as  an entity relationship diagram. 

Process view: concurrency and synchronization aspects. 

Pwsical view: the mapping of the software onto the hardware and 
its distributed aspects. 

Development view: the software's static organization in its 
development environment. 

There is obvious overlap between both approaches. For example, the 
conceptual architecture and the logical view seem very similar. Other 
views do not map well onto each other. For example, the module and 
code architectures together seem to cover the development view, but 
may also cover additional aspects. It would be interesting to see an 
example architecture described in both approaches. 
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Functional and Nan-functional Properties 

When discussing software architectures we often hear the term 'non- 
functional properties'. In contrast, the 'functional properties' are only 
assumed implicitly. 

Afunctional property deals with a particular aspect of a system's func- 
tionality, and is usually related to a specified functional requirement. 
A functional property may either be made directly visible to users of 
an application by means of a particular function, or it may represent 
aspects of its implementation, such as  the algorithm used to compute 
the function. 

While developers were used in the past to concentrating on providing 
the stated functional properties for software, today non-functional 
properties are becoming increasingly important: 

A non-functional property denotes a feature of a system that is not 
covered by its functional description. A non-functional property 
typically addresses aspects related to the reliability, compatibility, 
cost, ease of use, maintenance or development of a software system. 

In Section 6.4, Non-functional Properties of Sofhoare Architecture we 
discuss the following non-functional properties a t  length: 

Changeability 

Interoperability 

Reliability 

Testability 

Reusability 

3. In this book we consider efficiency as  a non-functional property. However. 
emciency constraints may also be part of the functional requirements, for example in 
real-time systems. Similar arguments hold for other non-functional requirements that 
may become functional requirements when explicitly required by the customer. 
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Non-functional properties are of explicit interest when designing a 
software architecture. Firstly, software systems evolve over time. 
They must respond to changing technology, requirements and system 
environments. I t  is therefore not enough merely to decompose the 
global task of an application appropriately-the system has to be pre- 
pared for changes, extensions and adaptations as  well. If this is not 
done a software system, especially if it has a long life-span, becomes 
difficult and expensive to maintain. Secondly, the functionality of a 
software system must often obey certain general requirements, for 
example for its overall operability, reliability or efficiency. To satisfy 
such requirements, its software architecture has to be designed 
appropriately. 

Software Design 

Software design is the activity performed by a software developer that 
results in the software architecture of a system. It is concerned with 
specifjring the components of a software system and the relationships 
between them within given functional and non-functional properties. 

Conventional wisdom has been to use terms like 'software architec- 
ture', 'software architectural design', or 'coarse-grained design' for the 
high-level structural subdivision of the system, and 'design' or 'de- 
tailled design' for more detailed planning. As mentioned earlier, we 
denote the whole activity of constructing a software system as  'soft- 
ware design' and the resulting artifacts as  'software architecture'. 

Many developers nowadays prefer the term 'software architecture' to 
'software design' for denoting all the artifacts that result from design 
activities. In doing so, they want to express the fact that they do not 
just decompose the functionality of a system into a set of cooperating 
components, but rather that they construct a software architecture. 
They want to show that they focus explicitly on an appropriate con- 
struction of the components of a software system, their attached 
responsibilities, their functionality and interfaces, their inner struc- 
tures, the manifold relationships that exist between them and the 
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way they collaborate-all with explicit consideration of non-function- 
al properties such as  changeability and portability. They no longer 
agree that high-level design decisions can be made independently of 
lower -level decisions. 

Summary 

The brief discussion in this section already shows that the design of 
a software architecture is more than a simple activity within a limited 
scope. I t  comprises the technical, methodological and process aspects 
of software engineering. It explicitly addresses the needs of productive 
software development and maintenance, and has a great impact on 
the final quality of a software system. 

In the following section we show how patterns address the needs of 
software architecture and how they relate to existing approaches. 

6.2 Patterns in Software Architecture 

Our work on patterns is closely related to much other work in 
software architecture, object-oriented or procedural analysis, design 
and programming. 

Our patterns build on the immense practical experience in software 
development gathered by designers and programmers over the last 
three to four decades. None of the patterns we describe is artificially 
constructed, neither by u s  nor by anyone else-they evolved over 
time. Software developers recognized that particular solutions solved 
a problem better than others, and so they reused these solutions 
again and again. Some of the patterns we describe have existed for a 
long time. For example, the Pipes and Filters pattern (53) has been 
known since the 1960s and the Model-View-Controller pattern (125) 
since the late 1970's [KP88]. Without this practical experience, no 
patterns would exist. 

Patterns also build explicitly on the many principles that have been 
developed for structured programming-patterns are not dedicated 
solely to object technology. Many programming principles that were 
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developed in the 1970's form the foundation of our patterns. We 
discuss the relationships of patterns to these principles in Section 
6.3, Enabling Techniques for Somare  Architecture. 

Another objective of patterns is to build software systems with 
predictable non-functional properties. Patterns therefore also build 
on the principles for developing software for and with reuse, design 
for change and so on. We also discuss the relationships of patterns to 
important non-functional properties for software systems in Section 
6.4, Non-functional Properties of Somare  Architecture. 

Methodologies 

A common question asked about patterns is how they relate to 
existing analysis and design methods such as  the Booch method 
IBoo941, Coad/Yourdon [CY9 11, Object Modeling Technique 
[RBPEL91] or Shlaer/Mellor [SM88]. Before we had patterns these 
methods were heralded as  the solution to 'the design problem'. More 
recently, people have become increasingly critical of methodologies- 
or certainly towards the idea of relying on them too heavily. Michael 
Jackson, for example, writes in IJac951: 

Failure to focus on problems has harmed many projects. But it 
has caused even more harm to the evolution of development 
METHOD. Because we don't talk about problems we don't analyze 
them or classify them. So we slip Fnto the childish belief that there 
can be universal development methods, suitable for solving all 
development problems. We expect methods to be panaceas- 
medicines that cure all diseases. This cannot be. It's a good rule 
of thumb that the value of a method is inversely proportional to its 
generality. A method for solving all problems can give you very 
little help with any particular problem. 

It is not hard to foresee that people will voice similar complaints about 
patterns if we do not limit expectations. James Coplien recently wrote 
(Cope961: 

One fear I harbor for patterns is that designers will look to them 
first for their design solutions. This happened when the object 
paradigm was young. too. Many design problems can be solved by 
well-known paradigms, and good designers should carry those in 
their toolkits-not always try to use the most recent tools, even if 
they are the most powerful. 
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In the recent past. we've tried to use object tools to solve 
everything. Patterns take us outside pedestrian object design 
methods, often into structures that are handled well by no existing 
paradigm. To me. that's where patterns shine-the dark corners 
of design. To me. patterns cover only small holes in the design 
space: the broader design space lends itself well to the common 
techniques of well-known paradigms, and we should seek to use 
those paradigms where they fit. 

By curtailing our expectations, we can use both patterns and 
methodologies to our advantage. Methodologies provide many useful 
steps and guidelines for constructing high-quality software. The 
implementation sections of our patterns loosely follow these steps, 
adapted to the needs of the specific problems the patterns address. In 
addition, these methods define an overall process for software 
development that you can adapt and extend to integrate your use of 
patterns. Patterns complement the existing analysis and design 
methods with a set of concrete techniques for solving very specific but 
recurring design problems. 

Bear in mind that neither patterns, methodologies nor their 
combination will provide you with the Yellow Brick Road' to a fine 
architecture. There will be plenty of design problems left that you will 
have to solve on your own. 

Software Processes 

The blanket application of methodologies tends to cause even worse 
problems for software processes. How much harm has been done by 
enforcing the waterfall process in projects? A defined process has its 
benefits, but becomes a liability when it causes organizational 
overheads or enforces a way of working that doesn't fit your project's 
goals. How can a process that tries to fit all projects also fit your own 
project's special circumstances? How can you use crucial insights 
gained during implementation to redesign defined parts of your 
system if you are not allowed to go back to the design stage? You 
should not allow any methodology or process to dictate strictly how 
design and implementation is to proceed. 
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How can patterns help here? We would like to integrate patterns into 
an incremental delivery process that gets rid of the strict separation 
of development phases. Object-oriented analysis and design method- 
ologies tend to blur the boundaries between phases. We hope to con- 
tribute towards making this incremental and sometimes cyclic way of 
working more predictable. For example, if patterns help to produce 
better and more stable designs, we can limit the number of cycles 
through the phases and restrict redesign to well-defined parts of the 
system. 

We are often asked at what point of development should patterns be 
used: during analysis, high- or low-level design, or even during 
implementation? There is no single correct answer, but a rule of 
thumb is that you should use the high-level architectural patterns 
earlier than medium-level design patterns, which are themselves 
used before idioms. Section 5.2. Pattern Class~ficatwn discusses this 
issue in more detail. 

Architectural Styles 

In 1992 Dwayne E. Peny and Alexander L. Wolf introduced the notion 
of architectural style: 

An architectural style defines a family of software systems in terms of 
their structural organization. An architectural style expresses com- 
ponents and the relationships between them, with the constraints of 
their application, and the associated composition and design rules for 
their construction. 

Generally speaking, an architectural style expresses a particular kind 
of fundamental structure for a software system together with an  
associated method that specifies how to construct it. An architectural 
style also comprises information about when to use the architecture 
it describes, its invariants and specializations, as  well a s  the 
consequences of its application. 
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Example Multi-phase architectural style [PW92] 

The multi-phase architectural style consists of processing elements 
and data elements that are exchanged between processing elements. 
For example, the multi-phase style for a compiler includes: 

h e s s i n g  elements: lexer, parser, semantor, optimizer, code 
generator. 

Data elements: characters, tokens, phrases, correlated phrases, 
annotated phrases, object code. 

If the multi-phase architectural style is organized sequentially, it also 
uses the following connecting elements: 

Connecting elements: procedure calls and parameters. 

The form of an architectural style is expressed by weighted properties 
and relationships among its architectural elements. For example, in 
a compiler the optimizer and the annotated phrases must be found 
together, but they are only preferred elements and not mandatory. 
Architectural elements are also constrained by various other impor- 
tant perspectives, such as that of processing. 

For example, in a compiler the lexer is constrained to accept a se- 
quence of characters C, to produce a sequence of tokens T, and to pre- 
serve the ordering correspondence between characters and tokens: 

lexer: C + T. where T preserves C 

The processing constraints must be specified for every element of a 
given architectural style. Further constraints are defined for the con- 
nections between components, the data flow, and the state of the 
computation. All constraints together strongly determine the concrete 
architecture of a software system that uses the multi-phase sequen- 
tial architectural style. 

Architectural styles have also been proposed in ISG961 and ISNH951. 
Architectural styles are very similar to our architectural patterns. In 
fact every architectural style can be described as  an architectural pat- 
tern. For example, the Multi-phase architectural style corresponds to 
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the Pipes and Filters pattern (53). On the other hand, architectural 
styles differ from patterns in several important respects: 

Architectural styles only describe the overall structural frame- 
works for applications. Patterns for software architecture, however, 
exist in various ranges of scale, beginning with patterns for de- 
fining the basic structure of an application (architectural patterns) 
and ending with patterns that describe how to implement a partic- 
ular design issue in a given programming language (idioms). 

Architectural styles are independent of each other, but a pattern 
depends on the smaller patterns it contains, on the patterns with 
which it interacts, and on the larger patterns in which it is con- 
tained [Ale79]. 

Patterns are more problem-oriented than architectural styles. Ar- 
chitectural styles express design techniques from a viewpoint that 
is independent of an actual design situation. A pattern expresses a 
very specific recurring design problem and presents a solution to 
it, all from the viewpoint of the context in which the problem arises. 

Frameworks 

Frameworks are another important approach to software architec- 
ture: 

A framework is a partially complete software (sub-) system that is 
intended to be instantiated. It defines the architecture for a family of 
(sub-) systems and provides the basic building blocks to create them. 
I t  also defines the places where adaptations for specific functionality 
should be made. In an object-oriented environment a framework 
consists of abstract and concrete classes. 

The instantiation of a framework involves composing and subclassing 
the existing classes. A framework for applications in a specific domain 
is called an applicationframework. 

According to [Pree94] an application framework consists of frozen 
spots and hot spots. Frozen spots define the overall architecture of a 
software system-its basic components and the relationships 
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between them. These remain unchanged in any instantiation of the 
application framework. Hot spots represent those parts of the appli- 
cation framework that are specific to individual software systems. Hot 
spots are designed to be generic-they can be adapted to the needs of 
the application under development. 

When creating a concrete software system with an application frame- 
work, its hot spots are specialized according to the specific needs and 
requirements of the system. To achieve adaptability and change- 
ability with an application framework, you are not restricted to object- 
oriented techniques such as inheritance and polymorphism-you can 
also use patterns ITal941. For example, the Abstract Factory pattern 
(GHJV951 is used in the Interviews framework [LCITV92] to create 
user-interface objects with a specific 'look and feel', and in the ET++ 
framework [WGMBB] to achieve portability across different window 
systems. Unidraw [VL90] applies the Command pattern [GHJV95] to 
implement undoable commands. 

From the perspective of application frameworks, patterns can be seen 
as their building blocks. From the perspective of patterns, an  appli- 
cation framework can be seen as  a pattern for complete software sys- 
tems in a given application domain. 

6.3 Enabling Techniques for Software Architecture 

The construction of software is based on several fundamental 
principles. We call these principles enabling techniques, since the 
principles involved have become blurred over time. Techniques have 
been developed to realizethese widely-accepted principles, to a degree 
that it becomes increasingly difficult to differentiate between 
principles and techniques. We therefore take the simple approach 
and use both terms as  synonyms. 

All enabling techniques are independent of a specific software de- 
velopment method, and most of them have been known for years. 
They were developed and proposed mainly in the 1970's in connection 
with publications on structured programming. Classical references 
are the papers by Parnas and colleagues-see for example (Par791 
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and [PCW85]. Although the importmce of enabling techniques has 
been recognized for a long time, their significance for successful soft- 
ware development has increased over the last few years, strongly 
linked to the emerging discipline of software architecture. Patterns for 
software architecture are explicitly built on these principles, many of 
them with a special focus on a particular principle. The following sec- 
tions summarize some of the most important enabling techniques for 
software architecture: 

Abstraction 

Encapsulation 

Information Hiding 

Modularization 

Separation of Concerns 

Coupling and Cohesion 

Sufficiency. Completeness and Primitiveness 

Separation of Policy and Implementation 

Separation of Interface and Implementation 

Single Point of Reference 

Divide-and-Conquer 

Abstraction 

Abstraction is one of the fundamental principles humans use to cope 
with complexity. Grady Booch defines abstraction a s  'The essential 
characteristics of an object that distinguish it from all other kinds of 
objects and thus provide crisply defined conceptual boundaries 
relative to the perspective of the viewer.' [Boo94]. The word 'object' 
may be replaced with 'component' to achieve a more general definition 
of abstraction. Several forms of abstraction exist, such as  entity 
abstraction, action abstraction, virtual machine abstraction and co- 
incidental abstraction [SS86]. This principle is addressed by several 
patterns such as  the Layers pattern (31) and the Abstract Factory 
pattern [GHJV95]. 
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Encapsulation 

Encapsulation deals with grouping the elements of an abstraction 
that constitute its structure and behavior, and with separating differ- 
ent abstractions from each other. Encapsulation provides explicit 
barriers between abstractions. The Forwarder-Receiver pattern (307). 
for example, encapsulates the implementation details of inter-process 
communication mechanisms. Encapsulation fosters non-functional 
properties like changeability and reusability. 

Information Hiding 

Information hiding involves concealing the details of a component's 
implementation from its clients, to handle system complexity better 
and to minimize coupling between components. Any details of a 
component that clients do not need to know in order to use it properly 
should be hidden by the component. The Whole-Part pattern (225) 
addresses this principle explicitly. The principle of encapsulation is 
often used a s  a way to achieve information hiding. Information hiding 
can also be achieved using the principle of separation of interface and 
implementation, described later in this section. 

However, what is to be hidden inside a component sometimes 
depends on the application. Aspects that clients do not need to know 
in one application may need to be externally visible in another. For 
example, in one system direct access to the internal data structures 
of a component may be necessary for performance tuning. Such 
access may not be necessary when the component is used in other 
systems for which its performance is already adequate. 

The concept of reflection relaxes the principle of information hiding 
(Smi82j. The Reflection pattern (193) opens the implementation of a 
software system or a component in a defined way, to provide more 
flexibility for adaptation and change [Kee89]. However, information 
hiding is still one of the fundamental and most important principles 
of software engineering. 
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Modularization 

Modularization is concerned with the meaningful decomposition of a 
software system and with its grouping into subsystems and 
components. The major task is to decide how to physically package 
the entities that form the logical structure of an application. The main 
objective of modularization is to handle system complexity by 
introducing well-defined and documented boundaries within a 
program. Modules serve as  physical containers for functionalities or 
responsibilities of an application. Modularization is closely related to 
the principle of encapsulation. Examples of patterns that address 
modularity are the Layers pattern (31). the Pipes and Filters pattern 
(53) and the Whole-Part pattern (225). 

Separation of Concerns 

Different or unrelated responsibilities should be separated from each 
other within a software system, for example by attaching them to 
different components. Collaborating components that contribute to 
the solution of a specific task should be separated from components 
that are involved in the computation of other tasks. If a component 
plays different roles in different contexts, these roles should be 
independent and separate from each other within the component. 
Almost every pattern of our pattern system addresses this 
fundamental principle in some way. For example, the Model-View- 
Controller pattern (125) separates the concerns of internal model. 
presentation to the user and input processing. 

Coupling and Cohesion 

Coupling and cohesion are principles originally introduced a s  part of 
the structured design approach. Coupling focuses on inter-module 
aspects, whereas cohesion emphasizes intra-module characteristics. 

Coupling is the measure of the strength of association established by 
a connection from one module to another. Strong coupling compli- 
cates a system, since a module is harder to understand, change, or to 
correct if it is highly interrelated with other modules. Complexity can 
be reduced by designing systems with weak coupling between 
modules. 
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Cohesion measures the degree of connectivity between the functions 
and elements of a single module. There are several forms of cohesion. 
The most desirable form is functional cohesion, in which the elements 
of a module or component 'all work together to provide some well- 
bounded behavior' [Boo94]. The worst form is coincidental cohesion. 
in which entirely unrelated abstractions are thrown into the same 
module. Other types of cohesion-logical cohesion, temporal cohe- 
sion, procedural cohesion, communicational cohesion, sequential 
cohesion and informal cohesion-are described by [Ba185]. 

This principle is addressed by all our design patterns for organizing 
communication between components, such a s  the Client-Dispatcher- 
Server pattern (323) and the Publisher-Subscriber pattern (339). 

Sufficiency, Completeness and Primitiveness 

[Boo941 states that 'Every component of a software system should be 
sufficient, complete, and primitive'. 'Sufficient' means that the 
component should capture those characteristics of an  abstraction 
that are necessary to permit a meaningful and efficient interaction 
with the component. 'Completeness' means that a component should 
capture all relevant characteristics of its abstraction. By 
'primitiveness'. Booch means that all the operations a component can 
perform can be implemented easily. It is a major goal of every pattern 
to be sufficient and complete with respect to the solution of a given 
problem. Many patterns are also relatively primitive and easy to 
implement, for example the Strategy pattern [GHJV95]. 

Separation of Policy and Implementation 

A component of a software system should deal with policy or imple- 
mentation, but not both: 

A policy component deals with context-sensitive decisions. 
knowledge about the semantics and interpretation of information, 
the assembly of many disjoint computations into a result or the 
selection of parameter values. 
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An implementation component deals with the execution of a fully- 
specified algorithm in which no context-sensitive decisions have to 
be made. The context and interpretation are external, and are 
normally supplied by arguments to the component. 

Because of their independence from a certain context, pure 
implementation components are easier to reuse and maintain. 
whereas policy components are often application-specific and subject 
to change. 

If it is not possible to separate policy and implementation into 
different components within a software architecture, there should at 
least be a clear separation of policy and implementation functionality 
within a component. The Strategy pattern [GHJV95] focuses on this 
principle. 

Separation of Interface and Implementation 

Any component should consist of two parts: 

An interface part that defines the functionality provided by the 
component and specifies how to use it. This interface is accessible 
by the clients of the component. An exported interface of this type 
usually consists of function signatures. 

An implementation part that includes the actual code for the 
functionality provided by the component. The implementation part 
may also comprise additional functions and data structures that 
are only used internally to the component. The implementation 
part is not accessible by the component's clients. 

The main objective of this principle is to protect a component's clients 
from its implementation details, and only to provide clients with the 
component's interface specification and guidelines for use. In 
addition, this principle allows you to implement the functionality of a 
component independently of its use by other components. Separation 
of interface and implementation is, like encapsulation, a technique to 
achieve information hiding, the principle that states that 'A client 
should only know what it needs to know'. 

Separation of interface and implementation also supports change- 
ability-a component is much easier to change if its interface is sep- 
arated from its implementation. This separation prevents clients from 
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being directly affected by a change. The principle especially eases the 
task of changing a component's behavior or representation, for 
example for performance tuning, in cases where the change does not 
necessitate a change to its interface. The separation of interface and 
implementation is addressed, for example, by the Bridge pattern 
[GHJV95]. 

Single Point of Reference 

Any item within a software system should be declared and defined 
only once. The main objective of this principle is to avoid problems of 
inconsistency. 

Due to their design principles and implementations, however, many 
programming languages such as C++ [ES90] require a single point of 
definition, but allow or even mandate several points of declaration. In 
the case of C++ this is mainly due to the limitations of traditional 
compiler and linker technologies. The consequence for the program- 
mer is an increased workload in manually maintaining consistency. 

This principle is well-known, both from the politics of the ancient 
world as  well a s  from combinatorial algorithms such as  Merge-sort. 
We use this principle heavily in software architecture. Top-down 
design, for example, divides a task or component into smaller parts 
that can be designed independently. The Whole-Part pattern (225) 
approaches this technique at  the pattern level. Other patterns also 
concentrate on such subdivision, although more specifically than the 
generic Whole-Part. The Microkernel pattern (1 7 1). for example, 
subdivides what once might have been a monolithic block of code. 
Divide-and-Conquer also often provides a way to realize the principle 
of separation of concerns. 

Summary 

This list of principles may be extended further, for example to include 
the general principles for object-oriented software development 
proposed by Trygve Reenskaug [Ree92]. However, these are basically 
variations of the principles presented in this section. 
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It is important to note that not all general principles are 
complementary--some are contradictory. Examples of this are the 
principle of separating interface and implementation and that of 
single point of reference. The first principle-when realized with 
traditional technology--requires at least two points of reference for a 
particular function, one in the interface part of a component and the 
other in its implementation part. This is in contradiction to the strict 
interpretation of the principle of a single point of reference. 
Generating interfaces from implementations could be a solution, of 
course, and this is used in more modern approaches. 

Other principles are closely related, such as  abstraction and 
encapsulation. A proper abstraction for a particular entity within a 
software system also requires encapsulation of all the elements that 
constitute its structure in a single component or module. 

6.4 Non-functional Properties of Software Architecture 

Non-functional properties of a software system have a great impact on 
its development and maintenance, its general operability and its use 
of computer resources. They have an equal impact on the quality of 
an application and its architecture as  do the system's functional 
properties. The larger and more complex a software system and the 
longer its lifetime, the more important its non-functional properties 
become. Patterns for software architecture explicitly consider these 
non-functional aspects. 

In this section we discuss some of the most important non-functional 
properties of software architecture in relation to patterns: 

Changeability 

Interoperability 

Efficiency 

Reliability 

Testability 

Reusability 



Non-functional Properties of Software Architecture 405 

Changeability 

Large-scale industrial and commercial software systems usually have 
a long life-span, sometimes twenty years or more. Many such appli- 
cations do not remain static after their original development phase- 
they tend to evolve continuously during their lifetime. Existing 
requirements change and new ones are added. To reduce mainte- 
nance costs and the workload involved in changing an application, it 
is important to prepare its architecture for modification and evolu- 
tion. 

Parnas writes very vividly about software aging [Par94]: 

Programs, like people, get old. We can't prevent aging. but we can 
understand its causes, take steps to limit its effects, temporarily 
reverse some of the damage it has caused, and prepare for the day 
when the software is no longer viable. 

He lists two reasons why software ages: 

Lack of movement-software ages if it is not frequently updated. 

Ignorant surgery-hanges made by people who do not understand 
the original design gradually destroy the architecture. 

In another publication, Parnas adds two further reasons: 

The software is inflexible from the start. 

The documentation is inadequate, allowing understanding of the 
system to be eroded over time. 

The costs of software aging, as described in [Par94], are a growing 
inability to keep up with the market by introducing new features, re- 
duced performance and decreased reliability. These can be prevented 
by accurate documentation, preserving structure when introducing 
changes, intense reviewing, and of course designing for change a 
priori. 

We consider that changeability has four aspects: 

Maintainability. This deals mainly with problem fixing, 'repairing' a 
software system after errors occur. A software architecture that is 
well-prepared for maintainability tends to localize changes and 
minimize their side effects on other components. 
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Extensibility. This focuses on the extension of a software system 
with new features, as well a s  the replacement of components with 
improved versions and the removal of unwanted or unnecessary 
features and components. To achieve extensibility a software sys- 
tem requires loosely-coupled components. The aim is a structure 
that allows you to exchange components without affecting their 
clients. Support for integrating new components into an existing 
architecture is also necessay. 

Restructuring. This deals with the reorganization of the 
components of a software system and the relationships between 
them, for example when changing the placement of a component by 
moving it to a different subsystem. Support for the restructuring of 
a software system needs careful design of the relationships be- 
tween components. They should ideally allow you to configure 
components flexibly without affecting major parts of their im- 
plementation. 

Portability. This deals with adapting a software system to a variety 
of hardware platforms, user interfaces, operating systems, pro- 
gramming languages or compilers. To be portable, a software 
system needs to be organized in such a way that dependencies on 
hardware, other software systems and environments are factored 
out into special components such as system and user interface 
libraries. 

A software system designed for change also supports the construction 
of variants for different customers better than a software system that 
is not so designed. Many patterns address changeability, for example 
the Reflection pattern ( 193) and the Bridge pattern [GHJV95]. 

Finally, a word of caution on designing for change. With the growing 
use of patterns we have seen people overdo it. Classes are no longer 
simple. Every 'chunk' of code is highly flexible and can adapt to many 
different contexts. Such flexibility, however, comes at a price. Flexible 
software often consumes more resources by using more levels of 
indirection or increasing storage consumption. It also requires more 
thought and more work in coding. Good designers therefore try to 
decide in advance which parts of the software should be highly 
flexible to cope with foreseeable changes, and which parts will 
probably remain fairly static. If they prove wrong, there are still ways 
to introduce additional flexibility by carefully restructuring parts of 
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the system, or by using a pattern that supports design for change. 
This approach is more economical than engineering in total 
changeability from the start. 

Interoperability 

Software that forms part of a system does not exist independently. It 
is frequently interacting with other systems or its environment. To 
support interoperability, a software architecture must be designed to 
offer well-defined access to externally-visible functionality and data 
structures. The interaction of a program with software systems writ- 
ten in other programming languages is an aspect of interoperability 
that also impacts the software architecture of an application. The 
Broker architecture (99) is probably the most prominent example of a 
pattern that addresses interoperability. 

Efficiency 

Efficiency deals with the use of the resources available for the 
execution of software, and how this impacts response times, 
throughput and storage consumption. Efficiency is not only a matter 
of using sophisticated algorithms. The appropriate distribution of 
responsibilities to components, a s  well a s  their coupling. are im- 
portant architectural activities for achieving efficiency in a given 
application. 

Efficiency also plays a significant role in distributed software 
systems. The IPC (inter-process communication) mechanisms under- 
lying a distributed application must be fast enough to transfer 
messages and data with sufficient speed. Patterns Like Forwarder- 
Receiver (307) address issues of efficiency. Many patterns, however, 
introduce an additional level of indirection to solve a problem, which 
may decrease rather than increase efficiency. 
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Reliability 

Reliability deals with the general ability of a software system to 
maintain its functionality, both in the face of application or system 
errors and in situations of unexpected or incorrect usage. Two 
aspects of reliability can be distinguished: 

Fault tolerance. This aims at ensuring correct behavior in the event 
of errors, and their internal 'repair', such as  losing a connection to 
a remote component in a distributed software system and sub- 
sequently reconnecting to it. After repairing such an error, the 
software system should resume or repeat the execution of the op- 
eration in progress when the error occurred. 

Robustness. This deals with protecting an application against 
incorrect usage and degenerate input, and keeping it in a defined 
state in the event of unexpected errors. Note that in contrast to 
fault tolerance, robustness does not necessarily mean that the 
software is able to continue computation in the event of errors-it 
may only guarantee that the software terminates in a defined way. 

Software architecture has a major impact on the reliability of a 
software system. Examples of the way in which software architecture 
supports reliability include the intentional inclusion of redundancy in 
an application, or the integration of monitoring components and 
exception handling. The Master-Slave pattern (245) provides an 
example of how patterns can support specific aspects of reliability. 

Testability 

With the increasing size and complexity of software systems, especial- 
ly industrial ones, testing is becoming more difficult and expensive. A 
software system needs support from its architecture to ease the eval- 
uation of its correctness-proving correctness is unluckily still out of 
reach in most cases. Software structures that support testability 
allow for better fault detection and fixing, and also for temporary in- 
tegration of debugging code and debugging components. 

Although the patterns we describe do not address testing explicitly. 
many of them have a major impact on the testabiltty of a software sys- 
tem. The Command Processor pattern (277), for example, facilitates 
testability on the level of user interaction by allowing the logging and 
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replay of user command objects. The Broker pattern (99) eases testing 
of individual client and server components in a distributed system. 
This architecture frees components from dependencies on their com- 
munication partners and the communication mechanisms they use. 

The Broker pattern, however, complicates testing the collaboration 
between clients and servers, because it introduces additional 
components to support their independence. In contrast to implemen- 
tations in which clients and servers are more strongly coupled, 
debugging an error in the delivery of a message from a client to a 
server is much harder. This is because several other components are 
involved in marshaling and unmarshaling data and sending messag- 
es across process boundaries. 

Reusability 

Reusability is currently one of the most discussed topics in software 
engineering. I t  promises a reduction of both cost and development 
time for software systems, as  well as  better software quality (Kar951. 
Adele Goldberg once defined reuse a s  'the act of achieving what is 
desired with the help of what already exists' [Go19 11. Reusability has 
two major aspects--software development with reuse and software 
development for reuse: 

Software development with reuse means reusing existing compo- 
nents and results from previous projects or commercial libraries, 
design analyses, design specifications or code components. These 
reusable artifacts are integrated into the application under 
development, either a s  they are or with modifications. Ractising 
software development with reuse requires the construction of 
software architectures that allow you to 'plug in' prefabricated 
structures and code components. Software development with reuse 
aims to support software composition, which means composing an 
application out of existing components by adapting them to the 
needs of the development and implementing 'glue' components to 
connect them. 

Software development for reuse focuses on producing components 
that are potentially reusable in future projects as  part of the cur- 
rent software development. This requires software architectures 
that allow self-contained parts to be taken from the application un- 
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der development and reused in other systems without significant 
modification. 

Although patterns do not address reusability explicitly, almost every 
pattern that supports changeability also supports reusability. For 
example, the Model-View-Controller pattern (125) supports the 
exchange of views and controllers and the reusability of the model. 

Some non-functional properties require similar architectural tech- 
niques for their achievement, for example design reusability and 
changeability. Others serve a similar overall purpose: for example, de- 
sign portability and interoperability deal with the integration of a soft- 
ware system into its environment, while reliability and efficiency deal 
with its general usability [Bal85]. 

Non-functional properties may contradict as  well as  complement each 
other. For example, when replicating the functionality of an appli- 
cation to achieve fault tolerance, the resulting structure is usually 
less efficient and more expensive than a structure without such 
redundancy. When specifying non-functional requirements for a 
software architecture, you need explicitly to consider the 
interdependencies and trade-offs that exlst between them. You also 
need to specify an ordering priority between different non-functional 
requirements, to define a preference of one requirement against 
another in case of conflict. 

Although non-functional properties are very important in software 
architecture, their achievement is hard to measure. The detailed 
criteria a software architecture must satisfy has only been specified 
for a few such properties, for example reusability and changeability 
[Kar95]. For this reason, estimating the degree to which a software 
architecture achieves a given non-functional property is still mainly 
based on the experience of software engineers. 



6.5 Summary 

Patterns fit in well with existing approaches to software architecture: 

They explicitly build on enabling techniques for constructing well- 
defined software systems, such as  information hiding and the 
separation of interface and implementation. 

They stress the importance of non-functional properties, such a s  
changeability and reliability. 

They complement existing problem-independent software develop- 
ment processes and methods with guidelines for solving specific re- 
curring design and implementation problems. 

Patterns also provide an  important contribution to the benefits you 
can gain from software architecture: 

They help with the recognition of common paradigms, so that high- 
level relationships between software systems can be understood 
and new applications built a s  variations on old systems. 

They provide support for finding an appropriate architecture for 
the software system under development. 

They provide support for making principled choices among design 
alternatives. 

They help with the analysis and description of high-level properties 
of complex software systems. 

They provide support for change and evolution of software systems. 

Patterns provide a big step forward in supporting the systematic con- 
struction of high-quality software systems with defined functional 
and non-functional properties. Patterns provide a pragmatic method- 
and process-independent way to solve the many design and imple- 
mentation problems that software developers face every day. 



The Pattern 
Community 

b e y  great movement must experience three stages: 
ridicule, discussion, adoption 

John Stuart Mill 

Many software developers document patterns with which they are 
familiar and share them with colleagues world-wide. Together they 
form a community that shares a common interest in software 
patterns. But who makes up this pattern community? Where does it 
come from and who are its leading figures? 

This chapter gives an overview of 'who's who' in the pattern 
community. 
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7.1 The Roots 

The architect Christopher Alexander laid the foundations on which 
many of today's pattern approaches are built. He, and members of the 
Center for Environmental Structure in Berkeley, California, spent 
more than twenty years developing an  approach to architecture that 
used patterns. This 'entirely new attitude in architecture and 
planning' is published in a series of books [Ale791 [AIS77] [ASAM751 
[ANAK87]. Alexander describes over two hundred and fifty patterns 
that span a wide range of scale and abstraction, from structuring 
towns and regions down to paving paths and decorating individual 
rooms. He also defined the fundamental Context-Problem-Solution 
structure for describing patterns, the so-called 'Alexander form'. 
Recently, some pattern writers have started to distance themselves a 
little from Alexander, since they feel that his view on patterns does not 
translate directly into software patterns. They acknowledge the 
importance of Alexander's work, but would like to go their own way. 
Despite this discussion, however, Alexander's work is well worth 
reading by everybody who is interested in patterns. 

The pioneers of patterns in software development are Ward Cunning- 
ham and Kent Beck. They read Alexander's books and were inspired 
to adapt his ideas to software development. Ward and Kent's first five 
patterns deal with the design of user interfaces-their patterns 
Window per Task, Few Panes, Standard Panes, Nouns and Verbs and 
Short Menus mark the birth of patterns in software engineering 
[Cope95]. Since their publication Ward and Kent have written many 
more patterns. Ward captured his experience in the development of 
business systems, principally of accounting applications. The 
CHECKS pattern language for information integrity [Cun94] is one re- 
sult of this work. Kent focused on idioms in Smalltalk. His patterns 
will be published as  a series of books, of which the first volume Small- 
talk Best Practice Patterns, Volume I :  Coding [Bee961 is about to be 
released. Kent is also a regular columnist on Smalltalk idioms in the 
Smalltalk Report. 

The first published work about the use of patterns in software 
development was Erich Gamma's 199 1 doctoral thesis [Garng 11. 
Written in German, this work did not achieve much recognition 
outside central Europe. Erich was the first to describe how to use 
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object-oriented mechanisms in an elegant way to solve typical design 
problems encountered in the development of application frameworks. 
You can find early versions of about half of the patterns described in 
[GHJV95] in his thesis. 

7.2 Leading Figures and their Work 

Four software design experts-known as  the 'Gang-of-Four' in the 
pattern community-paved the way for the wide acceptance of 
patterns in software engineering. Erich Gamma, Richard Helm, Ralph 
Johnson and John Vlissides are the authors of the seminal work 
Design Patterns - Elements of Reusable Object-Oriented Sofhuare 
[GHJV95]. Our patterns often build on the Gang-of-Four's patterns, 
although we initially collected them independently, in parallel to the 
compilation of the first Gang-of-Four catalog. We also share many 
aspects of our general view of patterns with the Gang-of-Four, for 
example about pattern systems versus pattern languages. We 
describe our patterns in a similar way to theirs, and try to integrate 
their patterns into our pattern system. 

James 0. Coplien is another leading expert on patterns. In 1991 he 
published the widely recognized C++ text-book Advanced C++ 
Programming Styles and Idioms [Cope92]. Although he does not use 
the term 'pattern', nor describe his ideas in a pattern form, he is one 
of the pioneers of idioms specific to C++. He is currently working on 
patterns that address the structuring of organizations and software 
development projects, a s  well a s  people's roles in them [PLoP94]. He 
recently started a column on patterns with John Vlissides in the C++ 
Report. 

Douglas C. Schmidt is another noteworthy figure in the pattern 
community. Several years ago, as a Ph.D. student, he started working 
on the ACE (Adaptive Communication Environment) framework. ACE 
supports the construction of distributed applications [Sch96]. He is 
the author of many patterns, mainly on the subject of distribution 
and high-speed networking [Sch94] [Sch95]. Doug's patterns are 
widely used in many industrial ~ o m ~ u n i c a t i o n  software systems. 
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Robert Martin describes patterns that are suitable for use with C++. 
They can be categorized somewhere between design patterns and 
idioms IPLoP941. He derived these patterns from applications he 
developed, but without prior knowledge of the existence of the pattern 
movement-he just knew that they represented good solutions to the 
problems he was solving. 

Peter Coad also works on patterns, and recently published his work 
as  a book [Coad95]. This contains about two hundred patterns, most 
of which are intended to help with analyzing a given application 
domain and using object-oriented technology to build applications. 
Some of his patterns also fall into our category of design patterns. 
Peter Coad was one of the first people to present the subject of 
patterns to the public ICoad921. 

Wolfgang Pree has looked a t  the structural principles of design 
patterns for fiamework development [Pree94]. Wolfgang categorizes 
these structural principles into seven so-called 'meta-patterns'. His 
views on design patterns focus more on the structural principles that 
are available for framework development, rather than on the concrete 
solutions that help to solve specific design and implementation 
problems. 

You can see from the above that much published work about patterns 
is available. Many more publications on patterns exist which we 
cannot list here for reasons of space. In the near future even more will 
be published-papers, conference proceedings, special issues of 
various magazines and journals. and books. 

7.3 The Community 

We and all the people mentioned in this chapter are working on and 
with patterns. Many software engineers from all over the world are 
documenting their experience in patterns and sharing it with others. 
Sharing our patterns with them was both helpful and enjoyable for 
us. 

This pattern community recently found its own forum, the PLOP 
(Pattern Languages of Programming) conference. Its proceedings are 
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published as a series of books. The PLoP'94 [PLoP94] and PLoP'95 
[PLoP951 proceedings are already available. PLoP also has a European 
arm, EuroPLoP, and its proceedings will also be part of the series. 
PLoP and EuroPLoP differ from other conferences in the following 
respects: 

Focus on practicability. The conference looks for pattern descrip- 
tions of proven solutions to problems, rather than on presenting 
the latest scientific results. 

Aggressive disregard of originality. Pattern authors do not need to 
be the original developers of the solutions they describe. 

Non-anonymous review. Submissions are 'shepherded' rather than 
reviewed. The 'shepherd' contacts the authors of submitted papers 
and discusses the submissions with them. The goal is to improve 
the paper such that it can be accepted for review at  the conference 
and suffer as little rejection as possible. 

Writer's workshops instead of presentations. All patterns are 
discussed in writer's workshops made up of conference attendees, 
rather than being presented by their authors in open forum. 

Careful editing. Authors get the chance to include the feedback 
from the writer's workshops, and all patterns are copy-edited 
before they appear in the final conference proceedings. 

To discuss patterns and pattern-related issues, the pattern commu- 
nity offers several mailing lists and a World Wide Web page. The URL 
of the pattern home page is: 

This page provides useful information about forthcoming pattern 
events and available books on patterns, and offers references to other 
Web pages about patterns, such as  the Portland Pattern Repository 
at  http: //c2. com/ppr, which is maintained by Ward Cunningham. 

There are also several Internet mailing lists on patterns. For example, 
patterns@cs.uiuc.edu discusses concrete patterns that people 
want to share and patterns-discussion@cs. uiuc. edu hosts dis- 
cussions of aspects related to patterns, such as  'What is a pattern?' 
and 'How should patterns be described?'. Several other relevant mail- 
ing lists exist, among them a list for discussing the Gang-of-Four 
patterns and a list for discussing our patterns. You can find details 
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about available mailing lists and how to subscribe to them on the pat- 
terns home page. 

The unofficial steering committee of the pattern community is Hillside 
Incorporated, also known as  the 'Hillside Group'. Hillside Inc. is a 
non-profit organization made up of several individuals, among them 
Ward Cunningham and Kent Beck, the Gang-of-Four, Grady Booch 
and James 0. Coplien. The main goal of the Hillside Group is to 
propagate the use of patterns in software development, to lead the 
pattern community, and to give support to newcomers in this new 
discipline of software engineering. The 'spiritual father' of the Hillside 
Group is Kent Beck. The Hillside Group also organizes and sponsors 
the PLoP and EuroPLoP conferences. 

As you can see, there is a large pattern community worldwide, and 
many leading figures in software engineering and software erchitec- 
ture are part of it. Most members of the pattern community work in 
the software industry, and are software developers with experience in 
designing and building large-scale applications. Academic members 
are mainly involved in industrial projects-they do not just teach how 
to build software systems, they also do it. By joining the pattern com- 
munity you can take advantage of all this experience, captured in 
many well-documented patterns that are ready for practical use. You 
will also be able to share your own experience in software develop- 
ment with other experts by writing your own patterns. 

The pattern community is the only community in computer science 
that is based on interest in a literal form, the pattern form for 
describing well-proven knowledge. This brings people with different 
backgrounds and fields of expertise together. Most interestingly, the 
pattern form makes it possible to discuss and share such knowledge 
with people who are expert in other domains, or even with newcomers 
and novices in software engineering. 

We invite you to join the pattern community if you are not already 
part of it. Visit the pattern home page, subscribe to the pattern 
mailing lists, look at  the various pattern books, attend the PLoP or 
EuroPLoP conferences, capture your own experience as  patterns and 
share them with experts from all over the world. You will certainly be 
rewarded by many positive 'aha!' effects. 



Where Will Patterns 
Go? 

These are the voyages of the Starship Enterprise. 
ItsJve-year mission: to explore strange new worlds. 

To seek out new life and new civilizations. 
To boldly go where no man has gone before.. . 

Star Trek: The Original Series 
O Paramount Pictures 1966-1 968 

At the time that this book is being written, patterns are in the 
forefront of everybody's mind. People speak enthusiastically about 
patterns and the benefits they will bring to software development. But 
where will patterns go? What are the directions for future research? 

This chapter describes our view of the future of patterns. 
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8.1 Pattern-Mining 

Although a lot of patterns are already available, of all scales and 
degrees of abstraction and for many domains, mining new patterns 
will remain an important activity for the future. 

Patterns for Software Architecture 

Several specific areas of software, such a s  object-oriented design in 
general, user interface programming and distributed computing. are 
well described by a variety of different patterns. Other areas, however. 
are not yet covered by patterns, or by only a few patterns. Examples 
include security and transaction-processing systems, parallel and 
scientific computing and fault tolerance. Filling these blank spots will 
be an  important activity in the future. 

Considering patterns as  a mental tool, some experienced developers 
suggest first looking a t  patterns that do not fit directly into the 
domain of the application under design. Sometimes it is possible to 
generalize the key idea of a pattern and transfer it to another domain. 
resulting in a new pattern or a variant of the original. 

Capturing experience with common programming languages a s  
idioms will be another important activity. Today, an  adequate set of 
idioms only exists for Smalltalk and C++. Filling this gap for 
languages such as  Pascal or C will help many programmers to use 
these languages more effectively. 

An exciting and certainly a widely-recognized activity will be writing 
idioms for Java. This relatively new programming language is touted 
by many software development experts a s  the language of the future. 
Java must be learned first, however, and understanding its details is 
not easy. Idioms that reflect the growing programming experience 
with Java will be of great help for all who want to learn its proper use 
efficiently. Such idioms would form an excellent teaching course to 
help developers avoid stumbling into Java's pitfalls. 

In addition to the use of a programming language, programmer 
productivity relies on the use of libraries, frameworks such as  the 
Microsoft Foundation Classes, or so-called 'middleware' platforms 
such a s  object brokers. Understanding and using these platforms 
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efficiently can and should be supported by appropriate pattern 
collections. Not many of them exist in published form today. However, 
a s  the advantages of patterns become known to more and more 
developers, we hope to see such collections of patterns emerge from 
practical experience. It may be that future framework documentation 
will contain patterns that describe how to use the framework 
effectively. 

Organizational Patterns 

Patterns are already used to cover aspects of software development 
other than just design and implementation. One example is the 
collection of organizational patterns produced by James 0. Coplien 
ICope94bl. These describe how to structure organizations and pro- 
jects to provide appropriate support for the management of software 
development projects. 

An example of an organizational pattern is Architect Controls Product 
[Cope94b]. This addresses the fact that a product designed by many 
individuals lacks elegance and cohesiveness. The pattern states that 
in larger projects you should create an architect role. The architect 
should advise and control the developers and communicate closely 
with them, as  well a s  maintaining close contact with the customer. 

Other areas, such a s  how to organize requirements analysis, are not 
covered by many patterns yet. Mining patterns for such activities can 
help to make the whole software development process more effective 
and productive. 

Domain-specific Patterns 

Application domains such as  telecommunications are a potentially 
large field for patterns. Specific domain knowledge is increasingly 
being documented in pattern form. Such patterns capture the 
structure of a domain, namely its constituting entities, their 
relationships, and, very importantly, how work is organized. 

Development staff at AT&T, for example, have started to collect pat- 
terns for switching systems in the telecommunication domain. They 
developed more than hundred patterns, eight of which are published 
in [PLoP95]. Another example is the Internet mailing list for publish- 
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ing and discussing patterns in business applications (business - 
p a t  terns@cs . uiuc . edu). Other domain-specific patterns are being 
written for factory automation, warehouse management, accounting, 
medical health and telecommunication network management. 

However, most domain-specific patterns are confidential-they 
represent a company's knowledge and expertise about how to build 
particular kinds of applications, so references to them are not 
available. We believe however that more and more of this knowledge 
will become public over time. In the long term, sharing experience is 
usually more effective for everyone than trying to hold onto secrets. 

Pattern Languages 

The development of complete pattern languages is an  optimistic but 
worthwhile goal. Such languages provide solutions to all design 
problems that can occur in the respective domains. Christopher 
Alexander claims to have done this for areas in architecture (AIS771. 
Pattern languages already exist for small sub-domains of software 
design, for example the CHECKS pattern language for information 
integrity (Cun94). It will be exciting to see how far the pattern 
community travels along this road. 

Even if we do not reach completeness in a strict sense, it would be 
very beneficial to have pattern languages that cover a substantial part 
of the design space of the respective domains. The Gang-of-Four book 
(GHJV951, for example, may be considered a s  covering a substantial 
amount-perhaps a s  much a s  half--of the general-purpose design 
patterns that occur in object-oriented design on the granularity level 
of a small number of cooperating classes. 



8.2 Pattern Organization and Indexing 

Most of today's work focuses on developing patterns and pattern 
languages. Over recent years, the pattern community has produced a 
large range of patterns for software architecture, design, and 
implementation. The books on patterns that are available, and the 
many patterns that are discussed on mailing lists and at the PLOP 
conferences, reflect this growing volume of documented expertise. 

The more this repository of available patterns grows, the harder it will 
be to handle the patterns in their entirety, and to find and use a 
particular pattern. We therefore need an appropriate organization 
method to cover all patterns. The relationships between the patterns 
must be made explicit, patterns must be categorized, and multiple 
descriptions of the same patterns must be unified-such as  the Proxy 
pattern, which exists in both the Gang-of-Four's version and our own. 

We hope that our work on pattern systems will provide a useful 
starting point for organizing patterns. Another such starting point is 
Ward Cunningham's Portland Pattern Repository. This provides 
pattern languages for various aspects of software development, such 
as  CHECKS ICun941 and many Smalltalk programming patterns 
originating from Kent Beck [Bec94]. 

A very interesting approach was taken by the pattern community a t  
PLoP'95-the 'pattern map'. Authors linked the patterns they wrote to 
related patterns Erom other authors. They wrote the pattern names on 
paper, placed these sheets somewhere on the floor of the main 
conference room, and connected each pattern to related patterns with 
string. A first picture of the pattern universe was thus drawn, 
although in a very informal, ad hoc and uncoordinated way. Never- 
theless, about three hundred different patterns were connected in 
this way. 

The Hillside Group used this map as  input to a more serious attempt 
a t  linking patterns. At a mountain lodge in Canada in early 1996, the 
group wrote more than one hundred and fifty so-called 'patt1ets'- 
pattern abstracts that include the pattern name, a short problem 
description, the key ideas of its solution and a reference to the pat- 
tern's full-length description. Most importantly, all these pattlets 
were linked together using several different relationship types. Most 
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of these directly corresponded to the relationships we define in our 
book, such as the refinement relationship. Other relationships were 
new, such as  the 'contrasts' relationship that describes the differ- 
ences between two completely distinct patterns that at first glance 
look similar. 

All the Hillside Group's pattlets will be available on the World Wide 
Web. Unfortunately the Web page was not available when we finished 
writing this book. For specific details about this interesting pattern 
index we therefore refer you to the pattern home page, which you can 
find at: 

http://st-www.cs.uiuc.edu/users/patterns/patterns.html 

The Hillside Group also defined a procedure for extending their 
pattern index with new pattlets. This allows you to write your own 
pattlet, connect it with other pattlets and integrate it into the index. 
Over time the index will grow, and with the addition of every new 
pattlet will draw a more complete picture of the pattern universe. 

Despite all this promising and interesting work, however, there is still 
much to be done before we can build really mature pattern systems 
that support the development of high-quality software effectively. We 
need much more concrete experience of applying patterns, and also 
more research into ways of organizing them. 

8.3 Methods and Tools  

More and more people are working on pattern tools. Examples 
include the Re-Engineering Tool SUS (Sofhvare Understanding 
System) [THG94], or the software development environment FACE 
(Framework Adaptive Composition Environment) IME961. Others 
work on libraries of prefabricated code frameworks for particular 
patterns [Sou94]. The objective of all these approaches is to provide 
CASE tool support for patterns and to automate the use of patterns 
as  much as possible. Work on such tools will continue in the future. 
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Software development methods that support the use of patterns are 
also under discussion. Their goal is to guide software developers in 
selecting the patterns that should be applied in a specific develop- 
ment activity. Other work focuses on specimng general guidelines for 
selecting, applying and combining patterns, and for integrating them 
into an existing software architecture. 

Many experienced software developers, however, are sceptical about 
the usefulness of such tools and methods. Their first argument is that 
if you do not understand the patterns themselves, no method and tool 
will help you. Secondly, they argue that patterns are mental building 
blocks and leave blank spaces intentionally, to be filled out by the de- 
veloper. Each pattern must be adjusted to the needs of the application 
under development. As  a result, no two implementations of a pattern 
are likely to be the same. You cannot therefore provide fully-fledged 
prefabricated code for a pattern, nor can you completely automate its 
instantiation. 

Combining several patterns into a heterogeneous structure is even 
more complicated. It does not just consist of connecting the com- 
ponents of different patterns in a particular order. You often need to 
merge the responsibilities of components from different patterns into 
a single component, and to attach the responsibilities of pattern com- 
ponents to existing components in your design. If combined wrongly, 
the resulting structure may introduce additional complexity and lose 
the properties each individual pattern supports. Finally, whether a 
pattern can be applied or not depends on the specific design problems 
and their associated forces. 

In conclusion, using patterns successfully still requires the 
intellectual skills of the software developer. We believe that a well- 
designed pattern browser or World Wide Web tool can be much more 
efficient in helping a developer to find and use patterns than a fully 
integrated 'pattern-supporting' software development environment 
ever could be. 

Despite this argument, however, many people are convinced of the 
usefulness of pattern tools and methods. Such tools and method 
issues will be discussed further, and no doubt more research work 
will be done and more tools and methods developed. 
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8.4 Algorithms, Data Structures and Patterns 

Patterns help to capture the existing knowledge of experts and to use 
it to find solutions to recurring problems in software design. A similar 
goal once lead to an intensive search for fundamental algorithms and 
data structures. Whereas patterns focus primarily on architectural 
issues, algorithms and data structures address computational prob- 
lems such a s  searching and sorting. Unfortunately, software 
developers have to deal with both finding an appropriate architecture 
and solving computational problems. Only a combined use of pat- 
terns, abstract data types and algorithms helps developers to solve 
their specific problems. 

There is a twofold relationship between patterns and algorithms. On 
one hand, when we instantiate a particular pattern, we have to imple- 
ment all the services of its participants a s  well a s  their collaborations. 
Some of these services may be very complex. This is where algorithms 
and data structures come into play-they provide a means for imple- 
menting such services. On the other hand, design patterns and 
idioms can support the instantiation of algorithms and data struc- 
tures. 

We expect that future research will further clarify the combined usage 
of patterns and algorithms. As a first step, existing algorithms and 
data structures may be described in pattern form. A format derived 
from that which we introduced for describing patterns can be used. 
This would need some modifications and extensions when compared 
to pattern descriptions. For example, an  additional section on 
complexity analysis is required. Other sections such a s  Structure 
should be changed or removed. 

Nevertheless, algorithms and data structures fit well into similar 
description schemes. For example, both address problems in a given 
context. The same algorithm may lead to several variants. Like pat- 
tern instantiations, the use of particular algorithms implies specific 
consequences. An algorithm may refine other algorithms. I t  may also 
be useful to group algorithms into systems and associate them with 
specific problem categories. Overall, algorithm descriptions reveal 
many properties that also apply to pattern descriptions. We hope new 
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algorithm catalogs will appear that describe algorithms and data 
structures in a uniform and systematic way. 

Although you can use the same scheme for describing algorithms and 
patterns, algorithms and patterns are not different sides of the same 
coin-algorithms help to solve computational problems, while pat- 
terns describe architectural elements. 

8.5 Formalizing Patterns 

The academic world especially is involved in discussions about how 
to formalize patterns. Supporters of such formalization argue that it 
allows more precise pattern descriptions, especially with respect to 
their structure, dynamics and concrete semantics. Formalized pat- 
terns would support the development of pattern tools much better 
than the informal pattern descriptions of today. In the near future we 
therefore expect to see a lot of work in formalizing patterns. 

However, a s  with tools and methods, many practitioners do not agree 
with these arguments. Formalizing the problem statement makes it 
harder to match a pattern to a specific design problem. which I s  
usually not formalized. Formalizing the solution makes it harder to 
grasp the key ideas of the pattern and to create valid variants. A 
formalized solution may thus narrow the applicability of a pattern 
unnecessarily. Conversely, it may make it too general to be of any use. 
In addition, we do not know of a formalism suitable for describing the 
benefits and liabilities of a pattern. 

All these aspects are of fundamental importance to the 
understanding of a pattern and the decision about whether it helps 
to solve a specific design problem. Similar arguments hold for the im- 
plementation guidelines for a pattern. Programmers need concrete 
information that they can understand and transfer directly into their 
own code, not an impressive formula. Patterns are mental building- 
blocks whose concrete appearance can show countless different 
faces. Formalisms, however, tend to describe particular issues very 
precisely, but do not allow for the variation that is inherently embed- 
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ded into every pattern. Formal methods have their place in software 
development-we just think that they do not apply to patterns. 

8.6 A Final Remark 

Patterns expose knowledge about software construction that has 
been gained by experts over many years. All work on patterns should 
therefore focus on making this precious resource widely available. 
Every software developer should be able to use patterns effectively 
when building software systems. When this is achieved, we will be 
able to celebrate the human intelligence that patterns reflect, both in 
each individual pattern and in all patterns in their entirety. 



Notations 

Class-Responsibility-Collaborator Cards 

Class-Responsibility-Collaborators (CRC-) cards [BeCu89] help to 
identify and specify objects or components of an application in an 
informal way--especially in the early phases of software development. 

A CRC-card describes a component, an object or a class of objects. 
The card consists of three fields that describe the name of the 
component, its responsibilities, and the names of other collaborating 
components. The use of the term 'class' is historical [Ree92], and we 
use CRC cards for other kinds of components or single objects as  well. 

Class 
Name 

- 

Responsibility 
Operations may go 
across several 
lines. 

Object Modeling Technique 

Collaborators 
Partner 
Components 

- 

The Object Modeling Technique (OMT) [RBPEL91] is a widely-used 
object-oriented analysis and design method. OMT consists of three 
models, the object model, the dynamic model and the functional mod- 
el. We adopt the notation only for the object model, to show the static 
structure of interacting components. The object model describes ob- 
jects or classes, their attributes, methods, and relationships. We also 
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use the boxes that represent classes in OMT for other kinds of com- 
ponents. OMT represents association, aggregation, and inheritance 
relationships between components by lines that connect the compo- 
nents. The basic concepts of OMT's object model notation are 
illustrated below: 

A Inheritance 

Abstract Class 

L 

attributes 

abstract method 
abstract method 

Class Name Class Name 

Association 
one Class Name 

optional attributes 
Aggregation 

method 
method 

+@ method 

Component A rectangular box, denoting the name of the component and 
optionally its attributes and operations. Abstract components are 
labeled in italics a s  well as  their corresponding abstract methods. 

Methods Method names are written in the component boxes. They denote the 
operations of components. We show abstract methods, that is, those 
that only provide the interface for polymorphism, in italics. 

Attributes Attribute names are written in the component boxes. They denote the 
data slots of a component. 

Association A line that connects components. Associations can be optional 
(shown with a hollow circle) or multiple (shown with a black circle). A 
number a t  the end of an association may denote its cardinality. Asso- 
ciation of components is used to show any kind of component 
relationship except aggregation and inheritance. Transitive relation- 
ships are typically not drawn. 

Aggregation A diamond shape a t  the termination of an  association line denotes 
that the partner component(s) a t  the other end of the association are 
contained within the component. 

Inheritance This relationship is denoted by a triangle in the middle of the 
association line. The apex of the triangle points to the superclass. 



Object Message Sequence Charts 

Message Sequence Charts (MSC) are a standard notation for 
designing and specifying protocols among concurrently-operating 
entities such as  processes or hardware elements [GR92][GGR93]. The 
MSC notation is standardized in the telecommunication domain and 
integrated into the SDL language. It specifies a scenario that shows 
the signal flow between the entities of a given domain. We do not 
follow the SDL/MSC standard notation, however, and adapt the MSC 
notation to demonstrate object or component interaction among the 
participants of a pattern. We refer to this adaptation as  Object 
Message Sequencing Chart notation (OMSC). 

Object 2 Object 3 

obJect creation 

message1 

I 

- 
message2 +- P - Object 4 

local message call 

parameter , . 
object.'- - - - - -  ' method 

recursion actiulty 

4 
I 

7- I 



432 Notations 

Object 

Time 

Messages 

Object Activity 

Parameter 

Object 
Life cycle 

Address Space 

An object or component in an OMSC is drawn as  a rectangular box. 
The box is labeled with the name of the component in the pattern. An 
object that sends or receives messages in the OMSC has a vertical bar 
attached to the bottom of the box. 

Time flows from top to bottom. The time axis is not scaled. 

Messages between objects are denoted by arrows. These arrows are 
labeled with the method name at  the head, if applicable. To show the 
return of the control flow to the sender we extend the standard MSC 
notation by using arrows with a smaller head. Both types of arrows 
are combined to a single double-headed arrow if the activated method 
does not send other relevant messages. 

To denote the activity of objects that perform a specific function. 
procedure, or method, rectangular boxes are placed on the vertical 
bar attached to the object. An object may also send messages to itself 
to activate other methods. This situation is represented by nested 
boxes offset slightly to the right. 

Parameters are only noted explicitly when they are necessary for the 
understanding of an OMSC. Parameters of a message are shown as  a 
box on top of the arrow, and return parameters below the returning 
arrow. If responsibility for a parameter object is passed along the 
arrow the name of the object is shown in boldface. If only a reference 
to the object is passed as  a parameter, its name is shown in italics. 

In most cases we assume that all relevant objects already exist, and 
the corresponding boxes are drawn a t  the top of the OMSC. If an  
OMSC shows object creation, this is denoted by an unlabeled arrow 
to a box placed within the OMSC. If an object ceases to exist, this is 
denoted by a cross that terminates the vertical bar. This notation 
corresponds to the constructor and destructor calls in C++. 

A thick angled line shows an address space or process boundary. 
Messages that cross this boundary are transferred by a means of an 
IPC mechanism. Qpically those messages are treated asynchronous- 
ly and processing continues within the sending and the receiving ob- 
ject concurrently. Remote procedure calls across process boundaries 
that block the sender until the remote procedure returns are an 
exception to this. 



The glossary our use of many of the terms that are used frequently 
throughout the book. All the terms are related to specific aspects of 
software architecture. We have omitted many terms that we only use 
in one context, for example the terms borrowed from Artificial 
Intelligence in the Blackboard pattern. When we felt that such terms 
needed an  explanation we gave it in context rather than including 
them in the Glossary. We have also omitted central terms such as  
'pattern', 'software architecture' or 'idiom'-these are explained in 
length in dedicated sections of the book. 

Abstract Class A class that does not implement all the methods that are defined in 
its interface. An abstract class defines a common abstraction for its 
subclasses. 

Abstract A component that specifies an interface for other components. An 
Component abstract component can either be given explicitly, like an abstract 

class, or implicitly by using its interface within another component, 
such a s  a class parameter of a C++ template function. Abstract 
components form the basis for exploiting polymorphism and 
implementing flexible systems. This term is used in the same way a s  
abstract class, to avoid restricting the pattern to an  object-oriented 
implementation. 

Abstract An interface for an  operation of a class that must be defined by a 
Method subclass. 

API Application programming interface. The external interface of a 
software platform, such a s  an operating system, that is used by 
systems or applications built on top of it. 

Application A program or collection of programs that fulfills a customer's 
requirements. 
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Application 
Framework 

Associative 
Array 

Class 

Client 

Collaborator 

Component 

Concrete Class 

Concrete 
Component 

Container 

CRC Card 

Afiamework for complete applications in a specific domain. 

An array indexed via arbitrary key values rather than integers. Hash 
tables demonstrate one way of implementing associative arrays. 

A fundamental building block in object-oriented languages. A class 
specifies and encapsulates its internal data structure as  well as the 
functionality of its instances or objects. A class' description may build 
on one or more other classes by inheritance. 

In our descriptions client denotes a component or subsystem that 
exploits functionality offered by other components. 

A component that cooperates with another component. An element of 
a CRC card. 

An encapsulated part of a software system A component has an 
interface that provides access to its services. Components serve as  
building blocks for the structure of a system. On a programming 
language level components may be represented as  modules, classes. 
objects or a set of related hnctions. A component that does not 
implement all the elements of its interface is called an abstract 
component. 

A class from which objects can be instantiated. In contrast to abstract 
classes, all methods are implemented in a concrete class. The term is 
used to distinguish derived concrete classes from their abstract 
superclass. 

A component that implements all elements defined in its interface. 
Used to distinguish components from the abstract component that 
defines their interface, in the same way that a concrete class is 
distinguished from an abstract class. 

The common name for data structures that hold a number of 
elements. Examples of containers are lists, sets, and arrays. 

Class-Responsibility-Collaborator card. A design tool and notation 
(see page 429). We also use CRC cards to describe components that 
are not classes. 



Demultiplexing 

Design 

Domain 

Drag and Drop 

Dynamic 
Binding 

Framework 

Functional 
Property 

GUI 

Hardwiring 

A mechanism that routes incoming data from an input port to its 
intended receivers. There is a l:N relationship between input port and 
receivers. Demultiplexing is commonly applied to incoming events 
and data streams. The reverse operation is known as  multiplexing. 

The activity performed by a software developer that results in the 
software architecture of a system Very often the term design is also 
used as  a name for the result of this activity. 

Denotes concepts, knowledge and other items that are related to a 
subject. Often used as 'application domain' to denote the problem 
area an application addresses. 

User activity supported by modern GUS. Drag and drop allows a user 
to perform an operation on a graphical object by selecting it and 
dragging it to another place on the screen. For example, a document 
can be printed by selecting it and dragging it to a printer icon. 

A mechanism that defers the association of an operation name (a 
message) to the corresponding code (a method) until run-time. It is 
used to implement polymorphism in object-oriented languages. 

A semi-finished software (sub-) system intended to be instantiated. A 
framework defines the architecture for a family of (sub-) systems and 
provides the basic building blocks to create them. It also defines the 
parts of itself that must be adapted to achieve a specific functionality. 
In an object-oriented environment a framework consists of abstract 
and concrete classes. Instantiation of such a framework consists of 
composing and subclassing the existing classes. 

A particular aspect of a system's functionality, usually related to a 
specified functional requirement. A functional property may be either 
made directly visible to users of an application by means of a 
particular function, or it may represent aspects of its implementation, 
such as the algorithm used to compute the function. 

Graphical user interface. 

Coding in a very inflexible way, for example by using a literal number 
or a string instead of a variable. Such literal numbers are also known 
as 'magic numbers' since the number itself may give no clue to 
understanding where it came from and what it is for. 
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Inheritance 

lnlining 

Instance 

Instantiation 

Intercession 

lntranet 

Introspection 

I PC 

Message 

A feature of object-oriented languages that allows new classes to be 
derived from existing ones. Inheritance defines implementation 
reuse, a subtype relationship. or both. Depending on the 
programming language, single or multiple inheritance is possible. 

Code expansion at compile time that inserts the code of a function or 
procedure body instead of the code used to call the function. Inlining 
long function bodies can lead to code 'bloat', with negative effects on 
storage consumption and paging effects. 

An object originated from a specific class. Often used as  a synonym 
for object in an object-oriented environment. This term may also be 
used in other contexts (see Instantiation). 

A mechanism that creates a new instance from some template. The 
term is used in several contexts. Objects are instantiated from 
classes. C++ templates are instantiated to create new classes or 
functions. An application framework is  instantiated to create an 
application. The phrase 'instantiating a pattern' is sometimes used to 
refer to taking the pattern as described and filling in the necessary 
details to fit a specific application. 

The addition to, or modification of, the structure, behavior or state of 
a system by the system itself. 

A wide-area network of computers within a company. Such a network 
may be secured from outside access, and provides a platform for 
company-wide information exchange. cooperative work and work 
flow. 

The examination of selected aspects of the structure, behavior and 
state of a system by the system itself. 

Inter-process communication. Examples of IPC mechanisms are 
shared memory, pipes, message queues and network cornmunica- 
tion. 

Messages are used for the communication between objects or 
processes. In an object-oriented system the term message is used to 
describe the selection and activation of an operation or method of an 
object. This kind of message is synchronous. which means that the 
sender waits until the receiver finishes the activated operation. 



Method 

Mix-In 

Module 

Multiple 
Inheritance 

Object 

Off - board 
Communication 

Processes typically communicate asynchronously, in which the 
sending process continues its execution without waiting for the 
receiver to reply. Remote procedure calls (RPC) are a means of 
synchronous inter-process communication. 

Denotes an operation performed by an object. A method is specified 
within a class. The term is also used in 'software development 
method', which consists of a set of rules, guidelines and notations to 
be used by engineers during the development process. 

A 'small' class that defines an additional interface or functionality to 
be added to classes by multiple inheritance. Mix-In also denotes the 
mechanism for adding such functionality by inheriting from classes. 

A syntactical or conceptual entity of a software system Often used as 
a synonym for component or subsystem Sometimes, 'modules' also 
denote compilation units or files. Other writers use the term as  an 
equivalent to 'package' when referring to a code body with its own 
name space. We use the term as stated in the first sentence. 

Inheritance in which a class can have many superclasses. 

A feature of a system not covered by itsfunctional description. A non- 
functional property typically addresses aspects related to the 
reliability, compatibility, efficiency, cost, ease of use, maintenance or 
development of a system. 

An identifiable entity in an object-oriented system Objects respond 
to messages by performing a method (operation). An object may 
contain data values and references to other objects, which together 
define the state of the object. An object therefore has state, behavior, 
and identity. 

Communication that crosses machine boundaries. Note that the term 
'inter-process communication' depicts different types of 
communication, depending on whether the communicating processes 
exist on the same machine or on different machines. Such 
communication types may differ in latency, throughput and error 
probability. 
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On-the-wire 
Protocol 

Plalforrn 

Polymorphism 

Relationship 

Responsibility 

Role 

S.E.P. 

An 'on-the-wire' protocol' defines how higher-level communication 
toolkits (such as  DCE, CORBA, or Network OLE) transform messages, 
objects, data and other entities into buffers that can be passed 'across 
the wire'. The term 'wire' today also includes transmission media 
such as  microwave. fiber. and radio transmissions. 

In a distributed system peers are the processes that communicate 
with each other. In contrast to components in Client-Server 
architectures, peers may act as clients, as  servers or a s  both, and may 
change these roles dynamically. 

The sum of hardware and/or software a system uses for its 
implementation. Software platforms include operating systems. 
libraries, and _Fameworks. A platform implements a virtual machine 
with applications running on top of it. 

A concept in which a single name may denote different things. A 
function name may be bound over time to several different 
operations, or a variable may be bound to objects of different types. 
This concept makes it possible to implement flexible systems based 
on abstractions. In object-oriented languages polymorphism is 
implemented by the dynamic binding mechanism of operations. This 
implies that a fixed portion of code may behave differently depending 
on its collaborating objects. 

A connection between components. A relationship may be static or 
dynamic. Static relationships show directly in source code. They deal 
with the placement of components within an architecture. Dynamic 
relationships deal with the interaction between components. They 
may not be easily visible from source code or diagrams. 

The functionality of an object or a component in a specific context. A 
responsibility is typically specified by a set of operations. The 
responsibility section is an  element of a CRC card. 

The responsibility of component within a context of related 
components. An implemented component may take different roles, 
even within a single pattern. 

Somebody Else's Problem, Software Engineering Process, or Software 
Engineering with Patterns-whatever you want it to be. 



Server 

Single 
Inheritance 

Subsystem 

Superclass 

System 

System Family 

Unicode 

A component or subsystem triggered by client requests. When a client 
request anives the server attempts to fulfill it, either on its own, or by 
delegating subtasks to other components. 

Inheritance in which a class can have a t  most one direct superclass. 

A set of collaborating components performing a given task. A 
subsystem is considered a separate entity within a software 
architecture. It performs its designated task by interacting with other 
subsystems and components. 

A class from which another class inherits. 

A collection of software and/or hardware performing one or several 
tasks. A system can be a platform an application or both. 

A set of related systems solving similar tasks. Systems in a system 
family share a great part of their architecture and implementation, 
often because every system is derived from the same framework. 
When a single system evolves over time, its delivered releases also 
build a system family. 

A standard for character representation using 16-bit coding. Unicode 
includes characters for almost all written languages, a s  well a s  
representations for punctuation, mathematical and other symbols. 
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